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Abstract
Over the last few decades, computer vision has emerged as one of the predominant
fields of research. Applications ranging from object detection, tracking and analysis
(e.g. face recognition) have been widely explored by the research community. However, building commercial-grade systems is still a challenge, particularly in uncontrolled environments (e.g. train stations, outdoors), where the captured sequences
are largely characterised by varying illumination, image noise, low resolution foreground objects, occlusions, cast shadows and non-frontal faces.
In this work, we aim to address three important problems fundamental to numerous computer vision applications pertaining to object detection, tracking and analysis: (i) background estimation in cluttered sequences, (ii) foreground-background
segmentation, and (iii) anomaly detection. While the first two are low-level vision
problems, the last one belongs to the category of high-level vision.
To address the two low-level vision tasks, most methods proposed in the literature perform analysis at pixel-level, generally not taking into account information
from neighbouring pixels. The rich spatial correlations that typically exist within
local regions of an image are not exploited adequately. As a result, they become
sensitive to varying illumination, cast shadows, dynamic backgrounds and inherent
image noise.
To handle the above mentioned limitations, this work effectively utilises contextual spatial information in its analysis. Two independent algorithms employing the
above principle are proposed to address the low-level vision problems of background
estimation and foreground segmentation, respectively. The former problem is cast
as a labelling problem in a Markov random field framework, while the latter one is
viewed as a binary classification problem.
The third major problem addressed by this work is detecting anomalous activities in video. The topic has drawn significant attention in recent years owing to
the growing global security and safety concerns. An efficient anomaly detection
technique is proposed, capable of detecting anomalies in crowded scenes, where traditional tracking based approaches tend to fail. Unlike most methods that analyse
only motion based features, the proposed technique also extracts size and texture
features for improved sensitivity of anomaly detection.
The proposed algorithms have been designed to work in uncontrolled environments with an aim towards real-time performance. Experiments and comparative
6

evaluations on standard datasets and real-life surveillance videos suggest that the
three proposed algorithms obtain considerably better results (both qualitatively and
quantitatively) than other well-known techniques available in the literature.
Keywords
visual surveillance, patch analysis, background initialisation, cluttered videos, Markov
random field, background modelling, segmentation, anomaly detection.
Australian and New Zealand Standard Research Classifications (ANZSRC)
080106 (Image Processing) 20%, 080104 (Computer Vision) 30%, 010401 (Applied
Statistics) 30%, 170203 (Knowledge Representation and Machine Learning) 20%.
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Chapter 1

Introduction
Computer vision is a branch of artificial intelligence that develops algorithms to
analyse and interpret digital image information. The images by themselves could
be from varied sources, such as digital and infra-red cameras, ultrasound scanners,
X-ray machines and microscopes. Computer vision derives its principles and theory
from diverse disciplines including computer science, cognitive science, mathematics,
electrical engineering, physiology, physics, and biology.
Over the past few years the field of computer vision is evolving rapidly with the
advancements in the field of science and semiconductor technology. Today it is feasible to build complex models with intense computational capabilities as compared
to a decade ago. A chronological list of well-known research areas that were introduced over the years is shown in Figure 1.1. The field has a wide spectrum of
applications including biometrics, automotive safety, medical imaging, surveillance,
industrial automation, defence, and data mining.
Designing and developing computer vision based systems has become an active
area of research in the last few decades. Typical applications include object detection [TPM06, VJ02], tracking [PT03], analysis [San08, SL09], and human-computer
interaction [CLK 00]. The deployment of such systems in real-world applications is
becoming increasingly common. For example, in countries such as Australia, Japan,
and USA, airports have biometric authentication systems for eligible passengers to
efficiently clear through passport control. Features such as the face, fingerprints,
and iris are being used in the identity verification process [Wik11]. Optical character recognition technology is used to read license plates of vehicles [Dyn11] and
postcodes on mail.
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One of the fundamental and critical tasks in most computer vision applications
is the segmentation1 of objects of interest from an image sequence. In the literature, popular approaches are based on background subtraction [MP08], optical flow
analysis [BFB94], and energy minimisation [CCBK06]. One of the primary motivations for using foreground segmentation is to confine subsequent analysis to specific
regions of interest (ROIs) within the frame, which in turn assists in real-time performance. Given the increasing market trend towards high definition video, this task
becomes all the more important. Furthermore, the silhouettes of foreground objects
obtained by segmentation are critical to the performance of certain applications such
as action and gait recognition [WTNH03, LN07]. Other vision applications where
foreground segmentation is employed include tracking [PT03, JS06], anomaly detection [XG08, SKJ10] and scene analysis [CK05]. Foreground segmentation is also
employed in other areas such as content based video coding [CAC97, CCBK06],
video editing and indexing [MC97, ZC97].
Owing to the growing safety and security concerns worldwide, an important
research area that has benefited from the developments in computer vision is automated visual surveillance. Unlike conventional visual surveillance systems, which
only capture video, these systems have the additional capability to analyse the captured video, extract high level information and initiate appropriate action. Intelligent visual surveillance systems employ numerous computer vision algorithms to
achieve their goals. In order to be useful and effective, these surveillance systems
should not only operate accurately, but also should run in real-time. Some of the
important merits of deploying such systems when compared to traditional ones (passive recorders) include:
(a) Intelligent surveillance systems are fast, efficient and cost effective.
(b) They are easy to maintain and upgrade.
(c) They can provide an accurate and consistent performance. Video footage captured by conventional systems are typically monitored by human operators
who are prone to exhaustion and inattentiveness [HVL08, SBC08].
1
In general, object segmentation refers to delineating regions corresponding to objects from an image
where the true silhouettes of objects are retained in the output. On the other hand, object detection
refers to finding likely regions where particular objects may occur within an image (e.g. face detection).
Typically, the output consists of placing a bounding box around each detected object.
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Figure 1.1: A chronological listing of popular topics of research in the field of
computer vision (after [Sze10]).

1.1

Goals

The work in this thesis aims to address three important problems confronted in numerous computer vision applications. Furthermore, the algorithms are designed to
work reliably in uncontrolled environments with a view to achieve real-time performance. The problems are:
1. Estimation of background in cluttered scenes
2. Foreground-background segmentation
3. Anomaly detection
While the first two pertain to low-level vision problems, the last one falls under
the category of high-level vision problems. A brief description of the 3 goals is given
below.
As mentioned earlier, foreground segmentation is a fundamental task in most
computer vision based applications. The accuracy of segmentation is critical because it can significantly affect the overall performance of the application employing it. Segmentation of foreground objects in image sequences via background modelling (also known as background subtraction) is a popular choice due to its versatility and computational efficiency. Like many researchers, in this work we perform
foreground segmentation via background modelling. The general idea is to build
a background model using a training sequence consisting of only the background
17
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frames (i.e. scene does not contain any foreground objects). Each new incoming
frame is compared with the reference background model and any outliers detected
are treated as foreground objects. The method can be cast as a binary classification
problem.
However, in many practical circumstances building the background model is not
straightforward as the training sequences contain foreground objects. The background model needs to be estimated from such cluttered image sequences, prior
to foreground segmentation. This distinct problem is termed ‘background estimation/initialisation’. A good background estimation will complement the succeeding segmentation process, which can result in improved detection of foreground
objects. This problem is also encountered in the field of computational photography [ADA 04] where the user wishes to create a clean background from a set of
cluttered input images. Thus, the two low-level vision tasks, though related, are
distinct.
The third goal of this work is automatic detection of anomalous events, an important topic of research in visual surveillance that has gained significant momentum
in recent years. Qualifying an event as anomalous is subjective and depends on the
intended application as well as context. As anomalies have a low occurrence rate,
human operators using traditional surveillance systems often fail to detect them
consistently for extended periods of time [HVL08, SBC08]. Hence, automated detection of anomalous events in video feeds has the potential to provide more vigilant
surveillance, possibly in lieu of, or as an assistance to human operators.

1.2

Challenges

Addressing the 3 goals listed above is a hard task particularly in uncontrolled environments such as train stations, shopping malls and outdoors. The captured sequences in such environments are subjected to various phenomena such as varying
illumination, image noise, cast shadows, dynamic backgrounds and camera jitter.
Furthermore, obtaining a clear view of the background for modelling is not always
possible due to occlusions. Current algorithms are being extensively modified/redesigned by researchers in order to accommodate such adverse circumstances into
their analysis. However, building commercial grade systems for such environments
is still a big challenge.
18
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1.3

Contributions

Several methods proposed in the literature dealing with the problem of background
estimation and/or foreground segmentation, perform independent analysis for each
pixel, generally not taking into account information from neighbouring pixels. The
rich contextual spatial continuity that exists within local regions of natural images is not exploited. As a result, they can potentially introduce significant limitations to their approach. For instance, in the case of background estimation, methods relying solely on temporal statistics are likely to fail when the background becomes occluded by foreground objects for a considerable period of time. Furthermore, the pixel-level processing approach in foreground segmentation can make
the method sensitive to numerous phenomena, such as varying illumination, cast
shadows, dynamic backgrounds and inherent image noise, which are inevitable in
real-life surveillance videos.
One of the significant contributions of this work involves addressing the abovementioned limitations by effectively utilising the contextual spatial information inherent within natural images. The merits of employing contextual spatial analysis
over the conventional pixel-level based analysis include: (i) better handling of variations in the background such as changes due to illumination, dynamic backgrounds
and cast shadows [TKBM99], (ii) robust estimation of the spatial continuity of structures of arbitrary orientations existing in the scene [Sze10], (iii) more resilience to
inherent image noise. Contextual spatial analysis is applied to the two distinct yet related low-level vision tasks discussed above. In the analysis, the decisions are made
after examining the behaviour of variations within local structures of an image.
The first contribution addresses the problem of static background estimation
from cluttered surveillance videos containing image noise as well as foreground
objects. Specifically, it is designed to work even when the foreground objects are
partially stationary or may occlude the background for a significant period of time.
Image sequences are analysed on a block-by-block basis. Unlike most methods that
rely solely on temporal statistics to estimate the background, the proposed approach
employs temporal as well as spatial analysis. Specifically, background estimation is
carried out in a Markov Random Field (MRF) framework, where the optimal labelling solution is computed using iterated conditional modes. The clique potentials
are computed based on the combined frequency response of the candidate block
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and its neighbourhood. It is assumed that the most appropriate block results in the
smoothest response, indirectly enforcing the spatial continuity of structures within
a scene. Furthermore, the proposed algorithm has several advantages such as low
memory requirements due to sequential processing of frames and real-time performance.
The second contribution aims to overcome the limitations of pixel-level classification based approaches for foreground-background segmentation. The proposed
foreground-background segmentation algorithm is capable of dealing with image sequences containing noise, illumination variations and dynamic backgrounds. Unlike
most methods which classify pixels independently, the proposed method classifies a
group of pixels (block), which are spatially close to each other. Contextual spatial
information is employed through analysing each frame on an overlapping block-byblock basis. A DCT based low-dimensional texture descriptor for each block alleviates the effect of image noise. An adaptive multi-stage classifier analyses the descriptor from different perspectives before classifying it as foreground, while most
approaches available in the literature limit themselves to a single decision criterion.
A probabilistic foreground mask generation approach integrates the block-level classification decisions by exploiting the overlapping nature of the analysis, ensuring
smooth contours of the foreground objects as well as effectively minimising the
number of errors. The method does not require explicit ad-hoc post-processing of
the foreground masks.
The third major contribution of this work focuses on an important high-level vision task of detecting anomalous activities in video. The proposed method is capable
of dealing with crowded scenes, where traditional tracking based approaches tend
to fail. In contrast to most methods that rely on motion-alone based features, the
proposed method employs multiple features based on motion, size and texture to improve the sensitivity of anomaly detection. Independent modelling of features helps
to keep computation efficient, and allows for inferring the nature of the anomaly
(e.g. speed violation, lack of motion, size too large). The motion and size features
are modelled by an approximated version of kernel density estimation, which is computationally efficient even for large training datasets. Texture features are modelled
by an adaptively grown codebook, with the number of entries in the codebook selected in an online fashion. Each cell is labelled as either normal or anomalous after
combining the outputs of multiple classifiers (one for each feature type).
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The proposed algorithms have been designed to work in uncontrolled environments with an aim towards real-time performance. Experiments and comparative
evaluations on standard datasets and real-life surveillance videos suggest that the
three proposed algorithms obtain considerably better results (both qualitatively and
quantitatively) than other well-known approaches available in the literature.

1.4

Thesis Outline

This work is comprised of three major parts. Chapter 2 provides an overview of
the relevant theory used in this work. Chapter 3 and Chapter 4 cover the low-level
vision tasks of background estimation in cluttered image sequences and foregroundbackground segmentation, respectively. Chapter 5 deals with the high-level vision
task of anomaly detection in crowded scenes. The chapters are largely self-contained
with independent literature reviews to ease reading. Finally, Chapter 6 summarises
the thesis’s contributions and examines avenues for future work. The chapters are
summarised as follows:
Chapter 2: Background Theory — provides an overview of the relevant theory
utilised in this work. It first describes the Gaussian Mixture Model (GMM), followed by the k -means and Expectation Maximisation (EM) algorithms, which
are in turn employed to estimate the GMM parameters. Graphical models are
then introduced, followed by a description of the MRF. Each topic is followed
by a separate section on implementation, where practical issues are discussed.
Chapter 3: Background Estimation in Cluttered Sequences — first emphasises
the relevance of background estimation in diverse disciplines. It also draws distinctions between background estimation and video in-painting. An overview
of the existing approaches, including methods based on agglomerative clustering, codebook model, and α-expansion, categorised in terms of the spatial
resolution of their analysis is then given. The proposed algorithm formulated
as a labelling problem in an MRF framework is described. It is shown that the
method is able to estimate the background even in circumstances where the
foreground is visible for a longer duration when compared to the background,
while most other approaches are likely to fail. Experiments on real-life surveillance videos demonstrate that the proposed method obtains considerably bet21
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ter background estimates (both qualitatively and quantitatively) than median
filtering and the recently proposed ‘intervals of stable intensity’ method.
Chapter 4: Foreground-Background Segmentation — first provides an overview
of popular foreground segmentation approaches. It then discusses background
modelling and relevant issues associated with it. A survey of several important techniques proposed in the literature, including GMMs, subspace learning, codebook model, and Kernel Density Estimate (KDE), is presented. A new
foreground segmentation method based on a patch descriptor is proposed. Its
robustness and performance is evaluated against three popular methods (Gaussian mixture models, feature histograms and normalised vector distances) using the I 2 R and Wallflower datasets. When integrated with various OpenCV
trackers, the method also shows considerable improvement in tracking performance compared to other techniques on the CAVIAR dataset. The influence
of patch overlapping on segmentation accuracy and processing speed is discussed. The impact of the 3 classifiers on the overall segmentation quality
is also investigated. Preliminary experiments show that the method is fairly
robust to camera jitters often experienced in outdoor environments (e.g. due
to wind). Lastly, a hybrid framework extends the background initialisation
component of the segmentation algorithm with the MRF based background
estimation (Chapter 3). Experiments show that the framework leads to significantly improved tracking accuracy, specifically in cluttered environments.
Chapter 5: Detection of Anomalous Events — first provides an overview of
the existing state-of-the-art techniques published in the literature, followed
by a survey of anomaly detection datasets. Several approaches are discussed
including methods based on Mixtures of Dynamic Textures (MDT), Mixture
of Probabilistic Principal Component Analysers (MPPCA), social force, probabilistic histograms and trajectory clustering. A new anomaly detection method
based on motion, size and texture of foreground objects is proposed. The merits of using size and texture, in addition to motion, is discussed. The practical
benefits of using an approximated version of KDE and codebook models to
model the normal dynamics are also enumerated. Experiments on the recently
published UCSD Anomaly Detection dataset show that the proposed method
obtains considerably better results than three recent approaches: MPPCA, so22
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cial force, and mixture of dynamic textures. Additional evaluations suggest
that using size and texture features, in addition to motion, improves the sensitivity of anomaly detection.
Chapter 6: Conclusion — summarises the contributions made by the thesis
and enumerates new avenues and improvements for future research.

1.4.1

Composite Literature Review

As this work covers several distinct yet related topics, each topic has its own literature review. The overall literature review is comprised of:
The entire Chapter 2, which covers relevant background theory necessary to
build a decision machine (binary classifier) (Chapter 4), based on Gaussian
mixture models and to formulate the background estimation problem in a
Markov random field framework (Chapter 3).
Section 3.3, which covers popular pixel-level and region-level based approaches
as well as hybrid techniques for the problem of background estimation.
Section 4.3, which presents a survey of state-of-the-art approaches for foreground segmentation via background modelling. For convenience, the methods are split into 2 categories based on whether the classification is done at
pixel-level or region-level.
Section 5.2, which provides an overview of state-of-the-art methods for anomaly
detection in visual surveillance contexts. For convenience, the methods are
split into 2 categories based on whether a given method performs detection
with or without explicit tracking.
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1.5

Acronyms and Abbreviations

The following acronyms and abbreviations are used in this work:
AGE

Average Grey-level Error

CEP

Clustered Error Pixel

CIF

Common Intermediate Format

DCT

Discrete Cosine Transform

EER

Equal Error Rate

EM

Expectation Maximisation

fps

Frames Per Second

GMM

Gaussian Mixture Model

HMM

Hidden Markov Model

ICM

Iterated Conditional Modes

ISI

Intervals of Stable Intensity

KDE

Kernel Density Estimate

LBP

Local Binary Pattern

LPP

Locality Preserving Projection

MAP

Maximum a posteriori

MDT

Mixture of Dynamic Textures

MOTA

Multiple Object Tracking Accuracy

MOTP

Multiple Object Tracking Precision

MPPCA

Mixtures of Probabilistic Principal Component Analysers

MRF

Markov Random Field

NVD

Normalised Vector Distance

pdf

Probability Density Function

pmf

Probability Mass Function

PCA

Principal Component Analysis

QVGA

Quarter Video Graphics Array

ROC
ROI
SVM

Receiver Operating Characteristic
Region of Interest
Support Vector Machine
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1.6

Notation

The following mathematical notation is mainly used in this work:
x a column vector (lower-case, boldface)
xT

rx1 xb1 . . .
kxk=

x21

x1

s r s

x D = xk D
k 1
2
x2 . . . x2D

tx 1 , x 2 . . . . , x N u
A

Api, j q

transpose of vector x
transpose of vector x
contents of a D-dimensional row vector
norm of vector x, where xk is the k -th element
set of N vectors, where xk is the k -th vector
a matrix (upper-case, boldface)
element of matrix A, located at row i and
column j

A1 inverse of matrix A

|A|

Σ
θ

N px|µ, Σq

determinant of matrix A
covariance matrix
a parameter set (e.g. parameters of a GMM)
a multivariate Gaussian function with mean
µ and covariance matrix Σ
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2.1

Overview

In this chapter we provide an overview of the relevant theory used in this work.
We first describe the multivariate Gaussian Mixture Model (GMM), which is used in
the work related to foreground-background segmentation, followed by the k-means
and Expectation Maximisation (EM) algorithms, which are employed to estimate the
GMM parameters. Graphical models are then introduced, followed by a description
of Markov Random Field (MRF) which is used in the work related to background
initialisation in cluttered sequences. Each topic is followed by a separate section
where practical issues and implementation details are discussed.

2.2

Gaussian Mixture Model

A Gaussian Mixture Model (GMM) is a parametric probability density function capable of modelling arbitrary complex densities [Rey09]. The model is a linear superposition of Gaussians, defined as:
ppx|θ q =

N
G
¸



πg N px|µg , Σg q

(2.1)

g 1

where x is a D-dimensional vector, NG is the number of Gaussians, πg is the weight
of g -th Gaussian (with constraints 0

¤ πg ¤ 1 and °Ng1 πg  1), and N px|µ, Σq, is
G

the Gaussian function with mean µ and covariance matrix Σ, given by:
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N px|µ, Σq =



1

p2πq |Σ|
D
2

1
2

1
exp  px - µqT Σ1 px - µq
2



(2.2)

The Gaussian mixture model is parameterised by the set of mean vectors, covariance matrices and mixture weights obtained from individual Gaussians. These
parameters are collectively denoted by the notation:
θ

2.2.1

 tπg , µg , Σg u

g

 1, . . . , NG

(2.3)

Maximum Likelihood Parameter Estimation

Given a data set, X

 txnuNn1, the parameters θ of the Gaussian mixture model

can be estimated using the Maximum Likelihood (ML) principle:
θ

rppX |θqs
 arg max
θ

(2.4)

i.e. choose the value of θ such that the probability of the observed data set X is
maximised.
In practice, the dataset on which the Gaussian mixture modelling is applied is an
unlabelled dataset. In other words, there is no prior knowledge as to which Gaussian
component of the mixture generated each of the data points. As such, the labels of
the data points are hidden/latent and can only be inferred from other variables that
are observed. Furthermore, obtaining the ML for a mixture model such as GMM is
complex and the typical operation of setting the derivatives of the log likelihood to
zero will no longer yield a closed form solution.
A popular approach for estimating the maximum likelihood solution for such
models with latent/hidden variables is the Expectation-Maximisation (EM) algorithm [DLR77, Bis06]. It is an iterative algorithm primarily comprised of two steps:
the expectation step, followed by the maximisation step.

 txnuNn1, let the corresponding set of discrete latent
variables be denoted by Z  tzn uN
n1 . The aim is to maximise the likelihood function
ppX |θ q w.r.t. θ , given a joint distribution ppX, Z |θ q over observed variables X and
For the given dataset X

latent variables Z , governed by the model parameters θ .
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A summary of the general EM algorithm is given below.
1. Initialisation: Assign the model parameters to θ old which is typically obtained
by the k -means clustering algorithm [DHS01] (described later).
2. E step: Compute p Z |X, θ old



3. M step: Compute θ new given by

θ new

where

ϕpθ, θ old q 

 arg max
ϕpθ, θ old q
θ

¸ 

p Z |X, θ old log ppX, Z |θ q

(2.5)

(2.6)

Z

4. Check for convergence: If the convergence criterion is satisfied terminate,
otherwise update the model parameters:

θ old

 θnew

(2.7)

and return to step 2.
The E and the M steps specific to Gaussian mixture models are listed below:
E step: Compute the a posteriori probabilities given the current model parameters.
πg N pxn | µg , Σg q
ζ pzng q  °Ng
j 1 πj N pxn | µj , Σj q

(2.8)

where ζ pzng q denotes the probability of xn being generated by the g -th Gaussian component.
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M step: Update the model parameters using the current posterior distribution

ng



Ņ



ζ pzng q

(2.9)

n 1

µnew
g



1
ng

Σnew
g

 n1

πgnew

 nNg

Ņ



n 1
Ņ



g n 1

ζ pzng qxn

(2.10)

new T
ζ pzng qpxn  µnew
g q pxn  µg q

(2.11)
(2.12)

where ng can be interpreted as the effective number of data points belonging to

new
new u are the updated parameters of
Gaussian component g and tµnew
g , Σg , πg

the GMM. For a detailed derivation of the EM algorithm for Gaussian mixture
models, the reader is directed to [RW84, Bil98, GC10].
In essence, the algorithm is a hill-climbing technique for maximising the likeli-

hood function, ppX|θ q. While there is no guarantee that the EM algorithm converges

to a global maximum, for likelihood functions with multiple maxima, it guarantees
convergence to a local maximum [DLR77, Mit97, DHS01]. The above technique
could also be viewed as unsupervised probabilistic clustering, with NG being the
number of clusters.
It must be noted that the EM algorithm has a slow convergence rate and each iteration involves significant computations. Hence, in practice the k -means algorithm
is employed to provide a good initial estimate of the parameters of the GMM. The
pseudo-code of the k -means algorithm is listed in Figure 2.1. The pseudo-code uses

the Kronecker delta function δ p, q, which has a value of unity if its two arguments

are identical and 0 otherwise. It also uses the rand pmin, maxq function, which

generates a uniformly distributed random integer value in the rmin, maxs interval.

The sample means and covariances of the individual clusters together with the fraction of data points assigned to each cluster can be conveniently used to initialise the
means, covariance matrices and weights of the corresponding Gaussian components,
G
respectively. Mathematically, once the estimated means, tµg uN
g 1 , are obtained from

the k -means algorithm, the initial covariance matrices and mixing coefficients for
the EM algorithm can be estimated using:
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Σg
πg




1
ng
ng
N

Ņ



pxn  µg qpxn  µg qT δpyn, gq

(2.13)

n 1

(2.14)

where ng corresponds to the number of data points assigned to the g -th cluster, while
yn denotes the index of the nearest cluster to xn .

2.2.2

Implementation Details

As discussed above, to minimise the significant computations associated with the EM
algorithm, the k -means algorithm is employed to provide an initial estimate (seed)
of the GMM parameters θ

 tπg , µg , Σg uNg1. Based on the recommendations made
G

in [San08], the number of iterations for k -means is set to 10.
For the EM algorithm, as with any gradient-based approach which maximises
the log likelihood, suitable techniques must be employed to avoid singularities of
the likelihood function which result in convergence of a Gaussian component onto
a particular data point [Bis06]. For instance, using suitable variance floor [Rey94],
continuing optimisation by resetting the parameters of such components with new
values, or introducing a prior (regularisation) and evaluating maximum a posteriori
estimate (MAP) instead of maximum likelihood [Fra08].
Choice of Covariance Matrix

The general definition of a multivariate Gaussian distribution (see Section. 2.2) involves a full covariance matrix term. However, like many researchers [SG99, RQD00,
San08, Ziv04], in this work we use diagonal covariance matrices. The reasons for
this choice are enumerated below:
GMMs using diagonal covariance matrices require less training data than their
full covariance counterparts since the technique reduces the number of unknown parameters [Bis06]. A full covariance matrix has DpD

1q{2 indepen-

dent parameters, while a diagonal covariance matrix contains only D parameters.
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k-means Algorithm
for g  1, 2, . . . NG do
µg  xrandp1,N q
end for

// initialise the means with random values

loop = 1
endloop = Lcnt
terminate = FALSE

while terminate  TRUE do

for n  1, 2, . . . N do
yn  arg min k µg  xn k // assign each vector to its nearest mean



g 1,2...,NG

end for

for g  1, 2, . . . NG do
°
ng  N
n1 δ pyn , g q // count the number of vectors assigned to each cluster
xg
µ

 n1

g

°N



n 1 xn δ

pyn, gq

// compute the new mean

end for
match = TRUE

for g  1, 2, . . . NG do
xg  µg then
if µ
match = FALSE // modify the flag if the means have changed
end if
// since the last iteration
end for
loop = loop + 1

if (loop ¡ endloop) or (match == TRUE) then
terminate = TRUE // exit if the maximum number of iterations
end if
// has been reached or if the means are unchanged
for g  1, 2, . . . NG do
xg // update the mean vectors
µg  µ
end for

end while

Figure 2.1: Pseudo-code of k-means algorithm.
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GMMs using full covariance matrices have significant computational requirements when compared to GMMs using diagonal covariance matrices, as they
need to compute the inverse of a D  D matrix [see Eqn. (2.1)]. For diagonal

covariance matrices, only the inverse of individual diagonal elements needs to
be computed.
Empirically, it has been observed that diagonal covariance GMMs outperform
full covariance GMMs [RQD00, RR95].
It has been observed that diagonal covariance GMMs with NG

¡ 1 can model

distribution of feature vectors with correlated elements [RQD00].

2.3

Graphical Models

In recent years, probabilistic graphical models [Pea88] are being applied in diverse
fields, such as computational biology, speech recognition, genetics, robotics, and
machine learning. Graphical models are an intuitive way of representing and visualising the structure of a probabilistic model. They can provide better insights into
the properties of the model by visual inspection of the graph. They aid in solving
numerous learning and inference problems in complex models conveniently. The
theory of graphical models is a combination of the principles and concepts derived
from graph theory, statistics and computer science.
A graph G

 tV, E u constitutes V

vertices that are connected by E edges. Let x

be a set of discrete random variables, denoted by x

 tx1, x2, . . . , xK u. In a graph-

ical model, each vertex represents a random variable or a set of random variables,
while the links express probabilistic relationships between the variables. Probabilistic graphical models compactly represent large joint probability distributions using
a set of ‘local’ relationships specified by the graph. The factorisations are achieved
using local functions which exploit conditional independencies existing within the
models. There are three major kinds of graphical models:
1. Directed graphical models/Bayesian Networks
As the name suggests, the edges in these graphs have direction (arrow) as
shown in Figure 2.2(a). These graphs are useful in indicating a causal relationship between the random variables. Specifically, depending on the direction
of the edge, we denote certain nodes as parent or child with respect to other
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nodes. For example, in Figure 2.2(a), node x3 is the parent of x4 and child of
x1 . The joint distribution of directed graphs is given by:
ppxq 

N
¹



ppxn |xπn q

(2.15)

n 1

The joint distribution is the product of the conditional distribution of each
node n conditioned only on its parents xπn . In the example shown in Fig-

ure 2.2.(a), the joint distribution factorises as ppx1 , x2 , x3 , x4 q  ppx1 qppx2 |x1 q

ppx3 |x1 qppx4 |x3 q. An important limitation of this model is it can only be ap-

plied to acyclic graphs.
2. Undirected graphical models/Markov random fields
The graphs could be cyclic in nature and the edges do not contain the arrows as shown in Figure 2.2(b). Unlike the directed models, these graphs
are well-suited to express local constraints between the random variables and
can model symmetric interactions. Every node is assumed to be conditionally
independent from its non-neighbours given its neighbours. The joint distribution in this case can be factorised to a product of potential functions, fcpxc q

defined over the maximal cliques (i.e. the largest subset of nodes fully connected with each other) of the graph [KS80]. The potential functions are
non-negative functions which measure ‘compatibility’ between configurations
of the variables. The joint distribution is given by:
ppxq 

1 ¹
fcpxc q
Z cPC

(2.16)

where Z is a normalisation constant, called the partition function and C is the
set of maximal cliques. Evaluating Z is necessary when parameter learning is
involved. In practice, its computation is computationally intensive, where the
complexity could be exponential in the size of the model. For example, the
computation of Z in a model with N discrete nodes where each node takes
S possible labels requires summing over S N states. However, its computation

is not required while evaluating local conditional distributions, since a conditional is the ratio of two marginals (Z cancels out in the ratio).
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x1
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x3

x2

x1
x2

x3

fa

x3
fb

x4

(a)

x4

x4

(c)

(b)

Figure 2.2: Examples of various kinds of graphical models: (a) directed graphical
model, (b) undirected graphical model, and (c) factor graph.

In the example shown in Figure 2.2.(b), the joint distribution factorises as
ppx1 , x2 , x3 , x4 q



1
Z f1

px1, x2, x3qf2px3, x4q.

3. Factor graphs
A factor graph [KFL01] is a bipartite graph representing the factorisation of a
joint distribution. An example is shown in Figure 2.2(c). In addition to the
variable nodes (denoted by circles), it also contains factor nodes which are
represented by small squares. The links are made between nodes of opposite

type. Each factor node directly corresponds to a factor fs pxs q in the factorised
distribution. Each factor node only depends on those variable nodes to which
it is connected via undirected links. The joint distribution is given by:
ppxq 

¹

fspxs q

(2.17)

s

In the example shown in Figure 2.2.(c), the joint distribution factorises as
ppx1 , x2 , x3 , x4 q

 fapx1, x2, x3qfbpx3, x4q.

Factor graphs form a convenient

representation for solving many inference problems [Bis06].
In this thesis, we employ undirected graphical model/Markov random fields to
model images in our work related to background initialisation in cluttered sequences
(see Chapter 3). A brief description of this class of graphical models is given below.
For a detailed discussion on graphical models we refer the reader to [Lau96, Jor04,
Bis06].
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2.3.1

Markov Random Fields

Many tasks in computer vision (such as image restoration, segmentation, stereo
matching, and super-resolution) can be formulated in terms of finding the maximum
likelihood values of certain unobserved or latent variables. In the case of discrete
variables, the tasks are generally casted as labelling problems since they involve
assigning labels to the latent variables.
Markov random field (MRF)/probabilistic undirected graphical model theory
[KS80, Li95] provides a coherent way of modelling context-dependent entities, such
as pixels or edges of an image. The nodes of the graph correspond to a variable
or a group of variables, while the edges provide the links between the nodes. The
MRF framework has been widely adopted to model labelling problems with contextual information. MRF is a generalisation of a Markov process. It can model two
dimensional interactions, while a Markov process can model only one dimensional
interactions.
Let x be a discrete random field comprising of V vertices, with a local neigh-

P x corresponds to a vertex, vi P V
of the graph and takes a value from the label set L  tl1 , l2 , . . . , ls u. A particular
bourhood system N . Each random variable, xi

realisation of the field is called a labelling or configuration denoted by ω . Let Ω be
the set of all possible configurations.
The random field x is said to be an MRF if and only if:
p px  ω q ¡ 0

@ω P Ω

(Positivity)

(2.18)

(Markovianity)

(2.19)

and
p pxv |xV v q

 p xv |xN zv



where xN zv refers to the local neighbourhood system of v and xV v is the set of all
nodes in the graph except v .
The Markov property states that the random variable v is conditionally independent of all other variables in the random field, given its set of neighbours xN zv . The
set is also known as the Markov blanket of v . In image analysis, the most common
neighbourhood systems employed in MRF modelling is the N4 neighbourhood system, where each pixel in the field interacts only with its immediate neighbours as
illustrated in Figure 2.3(a). A N8 neighbourhood system is shown in Figure 2.3(b).
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(a)

(b)

Figure 2.3: Examples of neighbourhood system: (a) N4 and (b) N8 .

The theoretical factorisation of the joint probability distribution of the MRF turns
out to be intractable. However, an efficient factorisation can be obtained using the
Hammersley-Clifford theorem [Bes74], which states that an MRF can equivalently
be characterised by a Gibbs distribution. Thus
ppxq 

1
exptU pxq{T u
Z

(2.20)

where Z is a normalising constant called the partition function, T is a constant used
to moderate the peaks of the distribution called the temperature and U pxq is the
energy function, which is expressed as the sum of clique potentials, Vc over all
possible cliques C as below:

U pxq 

¸

P

Vc pxq

(2.21)

c C

A clique c is a set of random variables xc which are conditionally dependent
on each other. The value of Vc depends on the local configuration of the random
variables contained in clique c and C denotes the set of maximal cliques in the
local neighbourhood system. The clique potentials encode the contextual constraints
between the labels.
Inference in graphical models is the task of estimating the values of hidden variables x, given the observed variables y. In many vision problems, MRF inference
typically involves performing maximum a posteriori (MAP) estimation [GG84, Li95].
The MAP-MRF framework was advocated by [GG84]. In an MRF framework, the posterior distribution over the labels given the observations is expressed using Bayes’
rule:

ppx|yq 

ppy|xqppxq
ppyq
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 °x ppy|xqppxq is a normalising constant necessary to make the posterior distribution integrate to unity. ppxq is the prior probability over labels encoded
as an MRF and ppy|xq is the likelihood model assumed to have a factorised form as

where ppyq

below:
ppy|xq 

¹

ppyp |xp q

(2.23)

 arg max
ppx|yq
xPΩ

(2.24)

P

p V

Thus, the MAP estimate x is given by:
x

i.e. the configuration of the random variables in x which maximises the posterior
distribution of x given all the observations y. Alternatively, to avoid intense probability computations most researchers minimise an energy function as shown below.
Taking the negative logarithm on both sides of Eqn. (2.22), we get:

log ppx|yq  log ppy|xq  log ppxq

C

where the RHS term is the negative posterior log likelihood and C

(2.25)

 log ppyq is a

constant that can be ignored. Finding x (MAP estimate) is equivalent to minimising

this negative log likelihood, which can be viewed as an energy function of the form:
E px, yq  Ed px, yq

Ep pxq

(2.26)

where Ed px, yq is the data term which measures deviations between the observed

data and the unknown configuration x, while Ep pxq measures the spatial ‘inconsistencies’ in configuration x.
In general, MRF optimisation or inference is complex and NP-hard. Thus for
efficient computation, various techniques that yield an approximate solution have
been proposed in computer vision literature, such as gradient descent, graph cut and
loopy belief propagation. In gradient descent approach, the goal is to minimise the
energy function [Eqn. (2.26)] by changing labels of a subset of nodes, while keeping
labels of other nodes fixed. Examples include iterated conditional modes [Bes86],
highest confidence first [CB90]. These methods tend to get stuck in local minima. To
overcome this limitation, stochastic gradient descent based approaches [MRR 53,

GG84] are employed.
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Graph cut [BVZ01, LRB07] is a well known technique where energy minimisation is recast as a min-cut/max-flow graph optimisation problem. Prominent examples include the α–expansion and α–β swap [BVZ01]. Both methods work by iteratively working on a series of binary labelling sub-problems to compute the global
minimum. At each iteration, the former method permits any node in the MRF to take
on the α label or retain its current label, while the latter one selects two labels and
permits only those nodes labelled either as α or β to optionally swap their values.
Another popular technique is loopy belief propagation [MWJ99, FH06] which works
by iteratively passing messages across nodes. It has two variants: sum–product and
max–product. The latter approach is used to approximate the MAP solution to MRF
problems.
Other MRF inference techniques include simulated annealing [KGV83, GG84],
dynamic programming [BD62] and relaxation labelling [RHZ76].

2.3.2

Implementation Details

In our work, to perform inference on the MRF we choose to employ iterated conditional modes (ICM), a deterministic optimisation technique proposed by Besag
[Bes86].
ICM tries to maximise the joint probability of an MRF by maximising local conditional probabilities at each node. Specifically, for each node it assigns a label which
minimises the energy of the MRF given the condition that all other nodes have fixed
labels. This is repeated sequentially for all nodes of the MRF. The nodes may be
updated in a systematic fashion (e.g. performing raster scan on the image) or by
choosing nodes at random. The above process is iterated a few times until convergence (i.e. further energy minimisation is not possible). One of the limitations of
ICM is that it is sensitive to initialisation [Li95].
The reasons for this choice of inference approach are enumerated below:
1. It has been observed that models with neighbourhoods N8 (or even higher
order) perform better than N4 at tasks such as video segmentation since they
can effectively model discontinuities at various orientations [Sze10]. However,
the popular MRF inference algorithms such as belief propagation [Pea88], α–
β swap and α–expansion [BVZ01] are confined to a small neighbourhood sys-

tem (typically N4 ) with pairwise cliques, largely due to tractability issues at
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higher orders. Furthermore, these methods typically represent each pixel as
a node. In order to accurately model discontinuities at arbitrary orientations,
our framework employs a higher order MRF with larger cliques (2  2) where
each node is represented by N

 N pixels.

2. ICM is computationally less intensive compared to other inference techniques
[BVZ01, XH08, RKFJ]. Hence, it aids in achieving real-time performance – a
critical factor in surveillance applications. Although ICM may tend to converge
to a local minimum depending on its initialisation [Li95], we try to mitigate
this problem by providing a robust initialisation as discussed in Section 3.4.3.
Based on preliminary experiments, it was noted that most of the improvements
occurred during the first iteration of the ICM.
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Background Estimation in
Cluttered Sequences
3.1

Overview

In this chapter we first highlight the importance of estimating the background of a
scene in diverse image and vision applications. A survey of the existing methods
available in the literature, including approaches based on codebook model, agglomerative clustering and α-expansion, is then presented.
A sequential technique for static background estimation in cluttered image sequences, with low computational and memory requirements is proposed. Image
sequences are analysed on a block-by-block basis. For each block location a representative set is maintained which contains distinct blocks obtained along its temporal line. The background estimation is carried out in a Markov Random Field
framework, where the optimal labelling solution is computed using iterated conditional modes. The clique potentials are computed based on the combined frequency
response of the candidate block and its neighbourhood. It is assumed that the most
appropriate block results in the smoothest response, indirectly enforcing the spatial
continuity of structures within a scene.
Experiments conducted on sequences obtained from real-life surveillance,
CANDELA, and CAVIAR datasets, demonstrate that the proposed method obtains
considerably better background estimates (both qualitatively and quantitatively)
than median filtering and the recently proposed ‘intervals of stable intensity’ method.
Further experiments on the Wallflower dataset suggest that the proposed method
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can improve the performance of a foreground segmentation algorithm. The work in
this chapter has been published in [RSL11b].

3.2

Motivation

Background subtraction (foreground-background segmentation) is a popular technique in real-time surveillance applications, such as detection and tracking [HP06,
MP08]. The general idea is to compare each incoming frame with a reference background model and treat any detected outliers as foreground.
Most foreground-background segmentation methods presume the training image sequence used to model the background is free from foreground objects [HP06,
VMTB10, MWHT06]. This assumption is often not true in the case of uncontrolled
environments such as train stations and airports, where directly obtaining a clear
background is almost impossible. Furthermore, in certain situations a strong illumination change can render the existing background model ineffective, thereby
forcing us to compute a new background model. In such circumstances, it becomes
inevitable to estimate the background using cluttered sequences (i.e. where parts
of the background are occluded). A good background estimate will complement
the succeeding background subtraction process, which can result in an improved
detection of foreground objects.
The problem can be paraphrased as follows: given a short image sequence captured from a stationary camera in which the background is occluded by foreground
objects in every frame of the sequence for most of the time, the aim is to estimate its
background, as illustrated in Figure 3.1. This problem is also known in the literature
as background initialisation or bootstrapping [TKBM99]. Background estimation is
related to, but distinct from, background modelling. Owing to the complex nature
of the problem, we confine our estimation strategy to static backgrounds (e.g. no
waving trees), which is quite common in urban surveillance environments such as
banks, shopping malls, airports and train stations.
Computational photography is another field which utilises this application. The
client wants to create a clean background from a set of cluttered input images
[ADA 04]. It is also employed in the field of video coding for compression and
content-based coding [CCBK06, NCRT98, VPZ98].
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(i)

(ii)

Figure 3.1: Typical example of estimating the background from a cluttered image
sequence: (i) input frames cluttered with foreground objects, where only parts of the
background are visible; (ii) estimated background.

Video inpainting [JTPTT04, PSB07, WSI04] is another area related to background estimation. The problem is to fill holes or missing regions (a kind of interpolation) in a video sequence using the available data. Background estimation
differs from inpainting in two aspects: (i) unlike in video inpainting, the holes/void
regions are not defined or labelled; (ii) background at a location is estimated by
choosing values obtained along its temporal axis only, while inpainting does not
have such a constraint.
Existing background estimation techniques, such as simple temporal median filtering, typically require the storage of all the input frames in memory before estimating the background. Hence, they typically have large memory requirements. In this
work, we propose a robust background estimation algorithm in a Markov Random
Field (MRF) framework. It operates on the input frames sequentially, avoiding the
need to store all the frames. It is also computationally less intensive, enabling the
system to achieve real-time performance — this aspect is critical in video surveillance applications.

3.3

Summary of Past Estimation Approaches

Existing methods to address the cluttered background estimation problem can be
broadly classified into 3 categories: (i) pixel-level processing, (ii) region-level processing, (iii) a hybrid of the first two. It must be noted that all methods assume the
background to be static. The three categories are overviewed in the sections below.
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3.3.1

Pixel-level based Approaches

In the first category the simplest techniques are based on applying a median filter
on pixels at each location across all the frames. Lo and Velastin [LV01] apply this
method to obtain reference background for detecting congestion on underground
train platforms. However, its limitation is that the background is estimated correctly
only if it is exposed for more than 50% of the time. Long and Yang [LY90] propose an algorithm that finds pixel intervals of stable intensity in the image sequence,
then heuristically chooses the value of the longest stable interval to most likely represent the background. Bevilacqua [Bev02] applies Bayes’ theorem in his proposed
approach. For every pixel it estimates the intensity value to which that pixel has the
maximum posterior probability.
Wang and Suter [WS06] employ a two-staged approach. The first stage is similar to that of [LY90], followed by choosing background pixel values whose interval
maximises an objective function. It is defined as Nlk {Slk where Nlk and Slk are the

length and standard variance of the k -th interval of pixel sequence l. The method
proposed by Kim et al. [KCHD05] quantises the temporal values of each pixel into
distinct bins called codewords. For each codeword, it keeps a record of the maximum time interval during which it has not recurred. If this time period is greater
than N {2, where N is the total number of frames in the sequence, the corresponding

codeword is discarded as foreground pixel. The system recently proposed by Chiu et
al. [CKL10] estimates the background and utilises it for object segmentation. Pixels
obtained from each location along its time axis are clustered based on a threshold.
The pixel corresponding to the cluster having the maximum probability and greater
than a time-varying threshold is extracted as background pixel.
All these pixel based techniques can perform well when the foreground objects
are moving, but are likely to fail when the time interval of exposure of the background is less than that of the foreground.

3.3.2

Region-level based Approaches

In the second category, the method proposed by Farin et al. [FdWE03] performs a
rough segmentation of input frames into foreground and background regions. To
achieve this, each frame is divided into blocks, the temporal sum of absolute differences (SAD) of the co-located blocks is computed and a block similarity matrix is
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formed. The matrix elements that correspond to small SAD values are categorised
as stationary elements and high SAD values correspond to non-stationary elements.
A median filter is applied only on the blocks classified as background. The algorithm
works well in most scenarios; however, the spatial correlation of a given block with
its neighbouring blocks already filled by background is not exploited, which can
result in estimation errors if the objects are quasi-stationary for extended periods.
In the method proposed by Colombari et al. [CFM06], each frame is divided into
blocks of size N

N

overlapping by 50% in both dimensions. These blocks are

clustered using single linkage agglomerative clustering along their time-line. In the
following step the background is built iteratively by selecting the best continuation
block for the current background using the principles of visual grouping. The spatial
correlations that naturally exist within small regions of the background image are
considered during the estimation process. The algorithm can have problems with
blending of the foreground and background due to slow moving or quasi-stationary
objects. Furthermore, the algorithm is unlikely to achieve real-time performance
due to its complexity.

3.3.3

Hybrid Approaches

In the third category, the algorithm presented by Gutchess et al. [GTCS 01] has two
stages. The first stage is similar to that of [LY90], with the second stage estimating the likelihood of background visibility by computing the optical flow of blocks
between successive frames. The motion information helps classify an intensity transition as background to foreground or vice versa. The results are typically good, but
the usage of optical flow for each pixel makes it computationally intensive.
In [Coh05], Cohen views the problem of estimating the background as an optimal labelling problem. The method defines an energy function which is minimised
to achieve an optimal solution at each pixel location. It consists of data and smoothness terms. While the data term accounts for pixel stationarity and motion boundary consistency, the smoothness term looks for spatial consistency in the neighbourhood. The function is minimised using the α–expansion algorithm [BVZ01]
with suitable modifications. Russel and Gong’s [RG06] technique also employs the
α–expansion method but applies sequentially to a sub-set of overlapping frames pro-

ducing a series of candidate background frames. An eigenvalue decomposition similar to [ORP00, Li04] is performed using these background estimates to segment
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(i)

(ii)

(iii)

(iv)

Figure 3.2: (i) Example frame from an image sequence, (ii) partial background
initialisation (after Stage 2, see Figure 3.3), (iii) remaining background estimation in
progress (Stage 3 ), (iv) estimated background.

the foreground. This estimation strategy aids in building better background models
despite being occluded by foreground. A similar approach with a different energy
function is proposed by Xu and Huang [XH08]. The function is minimised using a
loopy belief propagation algorithm. These solutions provide good estimates; however, their main drawback is the large computational complexity required to process
a small number of input frames. For instance, in [XH08] the authors report a prototype of the algorithm on Matlab takes about 2.5 minutes to estimate the background
from a set of only 10 images of QVGA resolution (320  240).

3.4

Proposed Algorithm

We propose a computationally efficient, region-level algorithm that aims to address
the problems described in the previous section. It has several additional advantages
as well as novelties, including:
The background estimation problem is recast into an MRF scheme, providing
a theoretical framework.
Unlike the techniques mentioned in Section 3.3, it does not expect all frames
of the sequence to be stored in memory simultaneously — instead, it processes
frames sequentially, which results in a low memory footprint.
The formulation of the clique potential in the MRF scheme is based on the combined frequency response of the candidate block and its neighbourhood. It is
assumed that the most appropriate configuration results in the smoothest response (minimum energy), indirectly exploiting the spatial correlations within
small regions of a scene.
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Robustness against high frequency image noise is achieved. In the computation of the energy potential we compute the 2D Discrete Cosine Transform
(DCT) of the clique. High frequency DCT coefficients are ignored in the analysis as they typically represent image noise.

3.4.1

Overview of the Algorithm

In the text below we first provide an overview of the proposed algorithm, followed
by a detailed description of its components (Sections 3.4.2 to 3.4.5). It is assumed
that at each block location: (i) the background is static and is revealed at some point
in the training sequence for a short interval and (ii) the camera is stationary. The
background is estimated by recasting it as a labelling problem in an MRF framework.
Let the resolution of an image sequence I be W

 H, with φ colour channels and

B denote the corresponding background that needs to be estimated from I . The

algorithm has three stages.
In the first stage, the frames are viewed as instances of an undirected graph,

where the nodes of the graph are blocks of size N  N pixels1 . We denote the nodes
of the graph by N pi, j q for i  0, 1, 2,    , pW {N q  1, j

 0, 1, 2,    , pH{N q 1. Let

If be the f -th frame of the training image sequence and let its corresponding node

labels be denoted by Lf pi, j q, and f

 1, 2,    , F , where F is the total number of
frames. For convenience, each node label Lf pi, j q is vectorised into an N 2 dimensional vector lf pi, j q. The merits of employing block-based analysis over pixel-level
analysis include: (i) block-based analysis captures better contextual spatial continuity of structures of arbitrary orientations existing in the scene, (ii) it is more resilient
to inherent image noise.

At each node location pi, j q, a representative set Rpi, j q is maintained. It contains

distinct labels that were obtained along its temporal line. Two labels are considered
as distinct (visually different), if they fail to adhere to one of the constraints described in Section 3.4.2. Let these unique representative labels be denoted by rk pi, j q
for k

 1, 2,    , S (with S ¤ F ), where rk denotes the mean of all the labels which

were considered as similar to each other (mean of the cluster). Each label rk has
an associated weight Wk which denotes its number of occurrences in the sequence,
1
For implementation purposes, each block location and its instances at every frame are treated as a
node and its labels, respectively.
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Stage 1: Collection of Label Representatives
1. R Ð H (null set)
2. for f

 1 to F do

(a) Split input frame If into node labels, each with a size of N

(b) for each node label Lf pi, j q do

 N.

i. Vectorise node Lf pi, j q into lf pi, j q.
ii. Find the representative label rm pi, j q from the set
Rpi, j q  prk pi, j q|1 ¤ k ¤ S q, matching to lf pi, j q based on conditions
in Eqns. (3.3) and (3.4).
if pRpi, j q = {H} or there is no matchq then
k Ð k 1.
Add a new representative label rk pi, j q Ð lf pi, j q to set Rpi, j q
and initialise its weight, Wk pi, j q, to 1.
else
Recursively update the matched label rm pi, j q and its variance given
by Eqns. (3.1) and (3.2), respectively.
Wm pi, j q Ð Wm pi, j q 1
end if

end for each
end for

Stage 2: Partial Background Initialisation
1. B

ÐH

2. for each set R pi, j q do
if (sizepR pi, j qq  1q then
B pi, j q Ð r1 pi, j q .
end if
end for each

Stage 3: Estimation of the Remaining Background
1. Full background initialisation
while (B not filled) do
if B pi, j q  H and has neighbours as specified in Section 3.4.4 then
B pi, j q Ð rmin pi, j q, the label out of set R pi, j q which yields the minimum
posterior energy given by Eqn. (3.11) (see Section 3.4.3).
end if
end while
2. Application of ICM

iteration count Ð 0
while piteration count total iterations) do
for each set R pi, j q do
if E prnew pi, j qq E prold pi, j qq then
B pi, j q Ð rnew pi, j q, where E pq is the posterior energy defined by
Eqn. (3.11).
end if
end for each
iteration count  iteration count 1
end while

Figure 3.3: Pseudo-code for the background estimation algorithm.
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i.e. the number of labels at location pi, j q which are deemed to be the same as rk pi, j q.

For every such match, the corresponding rk pi, j q and its associated variance, Σk pi, j q
are updated recursively as given below [CGL79]:

rnew
k

Σnew
k

 rold
k

k  1 old
 WW
Σk
k



1
Wk

1

lf

1
plf
Wk 1

 rold
k

(3.1)

1
old
 rold
k q plf  rk q

(3.2)

old
new Σnew are the values of r and its associated variance before
where rold
k
k , Σk and rk
k

and after the update, respectively and lf is the incoming label which matched rold
k .
It is assumed that one element of Rpi, j q corresponds to the background.

In the second stage, representative sets Rpi, j q containing a single label are used

to initialise the corresponding node locations B pi, j q in the background B . This
results in partial initialisation of the background B .
In the third stage, the remainder of the background (unlabelled nodes in B )
is estimated iteratively. An optimal labelling solution is computed by considering
the likelihood of each of its labels along with the a priori knowledge of the local
spatial neighbourhood modelled as an MRF. Iterated conditional mode (ICM), a
deterministic relaxation technique, is employed to perform the optimisation [Bes86]
(see Section 2.3.2). The framework is described in detail in Section 3.4.3. The
strategy for selecting the location of an empty background node to initialise a label
is described in Section 3.4.4. The procedure for computing the energy potentials, a
prerequisite in a priori probability computation, is described in Section 3.4.5.
The overall pseudo-code of the algorithm is given in Figure 3.3 and an example
of the algorithm in action is shown in Figure 3.2.

3.4.2

Similarity Criteria for Labels

We assert that two labels lf pi, j q and rk pi, j q are similar if the following two constraints are satisfied:


prk pi, j q  µr pi, j qq1 lf pi, j q  µl pi, j q ¡ T
1
σ σ
k

f

rk lt
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and

1 ¸φN 2 1
|dkn pi, j q|
φN 2 n0

T2

(3.4)

where µrk , µlf and σrk , σlf are the mean and standard deviation of the elements of
labels rk and lf , respectively, while dk pi, j q  lf pi, j q  rk pi, j q.

Eqns. (3.3) and (3.4) evaluate the Pearson’s correlation coefficient [TK06] and
the mean of absolute differences (MAD) between the two labels, respectively. While
the former constraint ensures that labels have similar texture/pattern, the latter one
ensures that they are close in φN 2 dimensional space.
The parameter T1 is selected empirically (see Section 3.5), to ensure that two visually identical labels are not treated as being different due to image noise, while the
parameter T2 is proportional to image noise and is found automatically as follows.
Using a short training video, the MAD between co-located labels of successive
frames is computed. Let the number of frames be L and Nb be the number of labels

per frame. The total MAD points obtained will be pL  1qNb . These points are sorted
in ascending order and divided into quartiles. The points lying between quartiles Q3

and Q1 are considered. Their mean, µQ31 and standard deviation, σQ31 , are used to
estimate T2 as 2  pµQ31

2σQ31 q. This ensures that low MAD values (close or equal

to zero) and high MAD values (arising due to movement of objects) are ignored
(i.e. treated as outliers).
We note that both constraints (3.3) and (3.4) are necessary. As an example, two

vectors r1, 2,    , 16s and r101, 102,    , 116s have a perfect correlation of 1 but their
MAD will be higher than T2 . On the other hand, if a thin edge of the foreground
object is contained in one of the labels, their MAD may be well within T2 . However,
Eqn. (3.3) will be low enough to indicate the dissimilarity of the labels. In contrast,
we note that in [CFM06] the similarity criteria is just based on the sum of squared
distances between the two blocks.

3.4.3

Markov Random Field (MRF) Framework

Markov random field/probabilistic undirected graphical model theory provides a
coherent way of modelling context-dependent entities such as pixels or edges of an
image. It has a set of nodes, each of which corresponds to a variable or a group
of variables and set of links, each of which connects a pair of nodes. In the field
of image processing, it has been widely employed to address many problems that
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can be modelled as a labelling problem with contextual information [BVZ01, GG84,
Bes86]. For more details refer to Section 2.3.

Let X be a 2D random field, where each random variate Xpi,j q p@ i, j q takes values

in discrete state space Λ. Let ω

P Ω be a configuration of the variates in X, corre-

sponding to a realisation of the field and Ω be the set of all such configurations. The
joint probability distribution of X is considered Markov if:
ppX  ω q ¡ 0,

and

p Xpi,j q |Xpp,qq , (i, j)  (p, q)



@ ω P Ω (Positivity)
p



Xpi,j q |XNpi,jq (Markovianity)

(3.5)

(3.6)

where XNpi,jq refers to the local neighbourhood system of Xpi,j q .
In other words, the Markov property states that the random variable Xpi,j q is
conditionally independent of all other variables in the random field, given its set
of neighbours XNpi,jq . The theoretical factorisation of the above joint probability
distribution of the MRF turns out to be intractable. To simplify and provide computationally efficient factorisation, the Hammersley-Clifford theorem [Bes74] states
that an MRF can be characterised equivalently by a Gibbs distribution. It states that
the probability of a particular configuration ppX  ω q is given by2 :
ppX  ω q9exp





¸

P Vc pωq

c C

(3.7)

where the clique/energy potential Vc pω q describes the prior probability of a particular
configuration of the variables of the clique c and C is the set of all possible cliques of
all neighbourhood systems. In practice, the variables of X are not directly observable
(hidden). The task of MRF optimisation is to estimate the values of such hidden
variables X, given the observed variables Y. The observations (usually noisy) are
utilised to model a likelihood function ppY|Xq. The Bayes’ rule is then applied to

find the posterior probability:
ppX|Yq9ppY|XqppXq

2

(3.8)

To ensure the joint distribution given by Eqn. (3.7) is correctly normalised, a partition function Z
is typically used. This term is not considered in our analysis due to reasons mentioned in Section 2.3.
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which is proportional to the product of the observation-dependent likelihood ppY|Xq

and the prior ppXq, encoded as an MRF (which accounts for spatial consistency

within the neighbourhood). Typically, in most applications, including the proposed
method, the MRF optimisation involves finding the configuration of the variables for
which Eqn. (3.8) yields the maximum a posteriori (MAP) probability.
In our framework, the ‘unknown’ background B that needs to be estimated is
modelled as an MRF where its block locations correspond to the nodes of the graph.
Each input image If is treated as a realisation of the random field B . For each node

B pi, j q, the representative set Rpi, j q (see Section 3.4.1) containing unique labels is

treated as its state space with each rk pi, j q as its plausible label3 .

In order to perform an efficient MRF optimisation, Iterated Conditional Modes
(ICM), a deterministic iterative algorithm is used. Instead of maximising the joint
probability distribution, which is computationally demanding, it sequentially maximises the local conditional probabilities at each node until convergence is achieved.
Specifically, given an initial configuration of the variables, it takes one node at a time
and computes the posterior value for each of the node labels, while keeping all other
node variables fixed. Using the Bayes’ rule at each node, the posterior probability
for every label is computed using:
P prk q9lprk qpprk q

(3.9)

the product is comprised of observation-dependent likelihood lprk q of each label rk

of set R and its a priori probability pprk q conditioned on its local neighbourhood.
The prior probabilities of the labels are obtained using Eqn. (3.7), while their likelihoods are obtained as described below.
In the formulation of the likelihood function, it is assumed that at each node
the observation components rk are conditionally independent and have the same
known conditional density function dependent only on that node. At every node,
the likelihood lprk q for each of its labels rk pk



1, 2,    , S q is computed using

their corresponding weights Wk (see Section 3.4.1). The higher the occurrences
of a label, the more its likelihood to be part of the background. Empirically, the
likelihood function is modelled by a simple weighted function given by:
Wc
l p r k q  °S k
k1 Wck

3

To simplify the notations, index term pi, j q has been henceforth omitted.
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where Wck = minpWmax , Wk q and Wmax = 5  frame rate of the captured sequence4 .
As evident, the weight W of a label greater than Wmax is truncated to Wmax . Truncation is necessary in circumstances where the image sequence has a stationary
foreground object occluding the background for a significant period of time. For
example, in a 1000-frame video footage of a car park, a car is stationary in the
first 700 frames but is driven away during the last 300 frames, revealing the true
background. In such a scenario, without the truncation, the likelihood of the car
being part of the background will be too high compared to that of the true background. In methods relying solely on temporal statistics, this effect can potentially
bias the overall estimation process, causing errors in the estimated background. We
overcome this limitation by incorporating the additional term, a priori probability

pprk q, in Eqn. (3.9). It essentially enforces a spatial smoothness constraint during

the background estimation process. The clique potential Vc pω q necessary to compute

the a priori probability is described in Section 3.4.5.
In our evaluation of the posterior probability given by Eqn. (3.9), the label which
yields the maximum a posteriori probability value is assigned to the background
node. Equivalently, the MAP estimate can be obtained by minimising the negative
logarithm of the RHS in Eqn. (3.9). It can be formulated as an energy minimisation
problem [Sze10, BVZ01]. The posterior energy E prk q associated with a label rk is
given by:
where Ed prk q

E prk q  Ed prk q

ηEs prk q

(3.11)

  log plprk qq and Esprk q   log ppprk qq correspond to data and

smoothness terms, respectively. The weighting parameter η is empirically set to the
number of neighbouring nodes used in clique potential computation (typically η
= 3). The weight is necessary in order to address the scenario where the true
background label is visible for a short interval of time when compared to the labels
corresponding to foreground.
Typically, in ICM an initial configuration of the MRF is obtained by maximising
the likelihood function. However, in our framework the configuration corresponds
to the partial reconstruction of the background obtained after Stage 2 of the algorithm. This robust initialisation strategy minimises the risk of ICM getting stuck in
a local minimum. Besides being computationally efficient, ICM also minimises large
4
It is assumed that the likelihood of a label exposed for a duration of 5 seconds is good enough to
be regarded as a potential candidate for the background.
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Figure 3.4: The local neighbourhood system and its four cliques. Each clique is
comprised of 4 nodes (blocks). To demonstrate one of the cliques, the the top-left
clique has dashed links.

scale effects5 [Bes86]. Using the available background information, the remaining
unknown background is estimated progressively as described in the next section.

3.4.4

Node Initialisation

Nodes containing a single label in their representative set are directly used to label
the corresponding node in the background (see Fig. 3.2(ii)). However, in rare situations there is a possibility that all sets may contain more than 1 label (no trivial
nodes). In such cases, the label having the largest weight amongst the representative sets of the 4 corner nodes is selected as an initial seed. It is assumed at least
1 of the corner regions corresponds to a static region. The remaining nodes are
initialised based on the constraints explained below. In our framework, the proposed local neighbourhood system [GG84] of a node and the corresponding cliques
are shown in Fig. 3.4. The background at an empty node will be assigned only if
at least 2 neighbouring nodes of its 4-connected neighbours adjacent to each other
and the diagonal node located between them are already assigned with background
labels. For instance, in Fig. 3.4, we can assign a label to node X if at least nodes
B , D (adjacent 4-connected neighbours) and A (diagonal node) have already been

assigned with labels. In other words, label assignment at node X is conditionally
independent of all other nodes given these 3 neighbouring nodes.
Let us assume that all nodes except X are labelled. To label node X the procedure is as follows. In Fig. 3.4, four cliques involving X exist. For each candidate
5

An undesired characteristic where a single label wrongly gets assigned to most of the nodes of the
random field.
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(i)

(ii)

Figure 3.5: (i) Three cliques each of which has an empty node. The gaps between the
blocks are for ease of interpretation only. (ii) Same cliques where the empty node has
been labelled. The constraint of 3 neighbouring nodes to be available in 3 directions
as illustrated ensures that arbitrary edge continuities are taken into account while
assigning the label at the empty node.

label at node X , the energy potential for each of the four cliques is evaluated independently given by Eqn. (3.15) and summed to obtain its energy value. The label
that yields the least value is likely to be assigned as the background. In other words,
it represents the best continuation of the background at that node. Mandating that
the background should be available in at least 3 neighbouring nodes located in three
different directions with respect to node X ensures that the best match is obtained
after evaluating the continuity of the pixels in all possible orientations.
In cases where not all the three neighbours are available, to assign a label at
node X we use one of its 4-connected neighbours whose node has already been
assigned with a label. Under these contexts, the clique is defined as two adjacent
nodes either in the horizontal or vertical direction.
After initialising all the empty nodes an accurate estimate of the background is
typically obtained. Nonetheless, in certain circumstances an incorrect label assignment at a node may cause an error to occur and propagate to its neighbourhood.
The problem is successfully redressed by the application of ICM. In subsequent iterations, in order to avoid redundant computations, the labelling process is carried
out only at nodes where a label-change was detected in one of their 8-connected
neighbours during the previous iteration.
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3.4.5

Computation of the Energy Potential

In Figure 3.4, it is assumed that all nodes except X are assigned with the background labels. The algorithm needs to assign an optimal label at node X . Let node
X have S labels in its state space R for k

 1, 2,    , S where one of them repre-

sents the true background. Choosing the best label is accomplished by analysing the
spectral response of every possible clique constituting the unknown node X . For the
decomposition we chose the Discrete Cosine Transform (DCT) [ANR74] due to its
decorrelation properties as well as ease of implementation in hardware. The DCT
coefficients were also utilised by Wang et al. [WYG08] to segment moving objects
from compressed videos.
The 2D DCT coefficients of a matrix H of size N
C pv, uq  αpv qαpuq









N¸1 N¸1

 N is computed using:
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(3.14)

We consider the top left clique consisting of nodes A, B , D and X . Nodes A, B
and C are assigned with background labels. Node X is assigned with one of S candidate labels. We take the 2D DCT of the resulting clique. The transform coefficients
are stored in matrix Ck of size M

 M (M  2N ) with its elements referred to as

Ck pv, uq. The term Ck p0, 0q (reflecting the sum of pixels at each node) is forced to 0

since we are interested in analysing the spatial variations of pixel values. Similarly,
for other labels present in the state space of node X , we compute their corresponding 2D DCT as mentioned above. A graphical example of the procedure is shown in
Figure 3.6.
Assuming that pixels close together have similar intensities, when the correct
label is placed at node X , the resulting transformation has a smooth response (less
high frequency components) when compared to other candidate labels. The higherorder components typically correspond to high frequency image noise. Hence, in
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Figure 3.6: An example of the processing done in Section 3.4.5. (i) A clique involving
empty node X with four candidate labels in its representative set. (ii) A clique and a
graphical representation of its DCT coefficient matrix where node X is initialised with
candidate label 1. The gaps between the blocks are for ease of interpretation only and
are not present during DCT computation. (iii) As per (ii), but using candidate label 2.
(iv) As per (ii), but using candidate label 3. (v) As per (ii), but using candidate
label 4. The smoother spectral distribution for candidate 3 indicates that it is a better
fit than the other candidates.
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our energy potential computation defined below we consider only the lower 75% of
the frequency components after performing a zig-zag scan from the origin.
The energy potential for each label is computed after summing potentials obtained across the φ colour channels, as given below:
Vc pωk q 

¸φ



z 1

¸M ¸M



v 1

z
 |Tk pv, uq|

u 1

(3.15)

where ωk is the local configuration involving label k . The potentials over the other
three cliques in Fig. 3.4 are computed in a similar manner.

3.5

Experiments

In our experiments the testing was limited to grey scale sequences. The size of
each node was set to 16  16. The threshold T1 was empirically set to 0.8 based
on preliminary experiments, discussed in Section 3.5.1. The threshold T2 (found
automatically) was found to vary between 1 and 4 when tested on several image
sequences (T1 and T2 are described in Section 3.4.2).
A prototype of the algorithm was implemented in C++, with the aid of libraries
such as OpenCV [BK08] and Armadillo [San10]. On a 3 GHz dual core processor the

method achieved 60 fps on image sequences of size 320  240 (QVGA resolution).
To emphasise the effectiveness of our approach, the estimated backgrounds were
obtained by labelling all of the nodes only once (i.e. no subsequent iterations were
performed).
We conducted two separate set of experiments to verify the performance of
the proposed method. In the first case, we measured the quality of the estimated
backgrounds, while in the second case we evaluated the influence of the proposed
method on the performance of a foreground segmentation algorithm. Details of
both the experiments are described in Sections 3.5.1 and 3.5.2, respectively.

3.5.1

Standalone Performance

We compared the proposed algorithm with a median filter based approach (i.e. applying filter on pixels at each location across all the frames) as well as finding intervals of stable intensity (ISI) method presented in [WS06]. We used a total of 20
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surveillance videos: 7 obtained from CAVIAR dataset6 , 3 sequences from the abandoned object dataset used in the CANDELA project7 and 10 unscripted sequences
obtained from a railway station in Brisbane. The CAVIAR and CANDELA sequences
were chosen based on four criteria: (i) a minimum duration of 700 frames, (ii) containing significant background occlusions, (iii) the true background is available in
at least one frame and (iv) have largely static backgrounds. Having the true background allows for quantitative evaluation of the accuracy of background estimation.

The sequences were resized to 320  240 pixels (QVGA resolution) in keeping with
the resolution typically used in the literature.

The algorithms were subjected to both qualitative and quantitative evaluations.
The following subsections provide details of the experiments conducted for both
types of evaluation, respectively. The last subsection investigates the overall performance of the algorithm for various values of T1 , while keeping all other parameter
settings constant.
Qualitative Evaluation

All 20 sequences were used to subjectively evaluate the quality of estimated backgrounds. Figure 3.7 shows example results on four sequences with differing complexities.
Going row by row, the first and second sequences are from a railway station in
Brisbane, the third is from the CANDELA dataset and the last is from the CAVIAR
dataset. In the first sequence, several commuters wait for a train, slowly moving
around the platform. In the second sequence, two people (security guards) are
standing on the platform for most of the time. In the third sequence, a person
places a bag on the couch, abandons it and walks away. Later, the bag is picked up
by another person. The bag is in the scene for about 80% of the time. In the last
sequence two people converse for most of the time while others slowly walk along
the corridor. All four sequences have foreground objects that are either dynamic or
quasi-stationary for most of the time.
It can be observed that the estimated backgrounds obtained from median filtering (second column) and the ISI method (third column) have traces of foreground
objects that were stationary for a relatively long time. The results of the proposed
6
7

http://groups.inf.ed.ac.uk/vision/CAVIAR/CAVIARDATA1/
http://www.multitel.be/va/candela/
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(i)

(ii)

(iii)

(iv)

Figure 3.7: (i) Example frames from four videos, and the reconstructed background
resulting from using: (ii) median filter, (iii) ISI method [WS06], (iv) proposed
method.

method appear in the fourth column and indicate visual improvements over the
other two techniques. It must be noted that stationary objects can appear as background to the proposed algorithm, as indicated in the first row of the fourth column.
Here a person is standing at the far end of the platform for the entire sequence.
Quantitative Evaluation

To objectively evaluate the quality of the estimated backgrounds we considered the
test criteria described in [GTCS 01], where the average grey-level error (AGE), total number of error pixels (EPs) and number of ‘clustered’ error pixels (CEPs) are
used. AGE is the average of the difference between the true and estimated back59
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Figure 3.8: Averaged values of AGE (i) and CEPs (ii) obtained by using 100%, 50%
and 25% of the input sequences.

grounds. If the difference between estimated and true background pixel is greater
than a threshold, then it is classified as an EP. We set the threshold to 20, to ensure
good quality backgrounds. A CEP is defined as any error pixel whose 4-connected
neighbours are also error pixels. As our method is based on region-level processing
we computed only the AGE and CEPs.
The Brisbane railway station sequences were not used as their true background
was unavailable. The remaining 10 image sequences were used as listed in Table 3.1.
To maintain uniformity across sequences, the experiments were conducted using the
first 700 frames from each sequence. The background was estimated in three cases.
In the first case, all 700 frames (100%) were used to estimate the background. To
evaluate the quality when fewer frames are available (e.g. the background needs
to be updated more often), in the second case the sequences were split into halves
of 350 frames (50%) each. Each sub-sequence was used independently for background estimation and the obtained results were averaged. In the third case each
sub-sequence was further split into halves (i.e. 25% of the total length). Further
division of the input resulted in sub-sequences in which parts of the background
were always occluded and hence were not utilised. The averaged AGE and CEP
values in all three cases are graphically illustrated in Figure 3.8 and tabulated in
Tables 3.1 and 3.2. The visual results in Figure 3.7 confirm the objective results,
with the proposed method producing better quality backgrounds than the median
filter approach and the ISI method.
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case 2: 50%
Total frames = 350
median
ISI
proposed
filter
method
method
1.45
1.08
0.69
2.06
2.03
2.23
0.51
0.64
0.74
0.50
0.39
0.45
1.04
0.91
1.09
0.56
0.92
0.37
2.44
1.67
1.41
6.37
2.45
0.94
0.94
1.01
1.04
3.49
3.21
2.03
1.87
1.61
1.25

case 3: 25%
Total frames = 175
median
ISI
proposed
filter
method
method
1.27
1.3
1.25
2.38
2.36
2.57
1.26
1.1
0.87
0.65
0.63
0.61
1.23
1.06
1.13
1.65
1.44
0.62
2.99
2.15
2.11
7.31
4.02
3.76
1.87
1.45
1.19
4.35
4.66
3.6
2.7
2.37
2.01

Table 3.1: Averaged grey-level error (AGE) results from experiments on 10 image sequences. The results under case 2 and case
3 (using 50% and 25% of the input sequence, respectively) were obtained by averaging over the two and four sub-sequences,
respectively.

m1.10 abandoned object.avi
m1.16 abandoned object.avi
m1.15 abandoned object.avi
OneStopEnter1cor.mpg
OneStopEnter2cor.mpg
OneStopNoEnter1cor.mpg
OneStopNoEnter2cor.mpg
OneStopMoveEnter1cor.mpg
OneStopMoveNoEnter2cor.mpg
TwoEnterShop1cor.mpg
Average

Sequence

case 1: 100%
Total frames = 700
median
ISI
proposed
filter
method
method
0.88
0.88
0.39
2.02
1.69
1.79
0.50
0.59
0.81
0.99
0.98
0.52
1.37
1.16
0.78
0.90
0.96
0.22
1.01
1.62
0.55
3.69
2.15
0.60
0.64
0.49
0.67
2.12
1.86
1.58
1.41
1.24
0.83
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case 2: 50%
Total frames = 350
median
ISI
proposed
filter
method
method
976.50
423.50
133.50
463.00
333.50
412.00
0.00
92.00
3.50
184.50
13.00
48.00
482.00
230.50
237.00
437.50
466.50
226.50
1919.50
854.00
715.00
5756.00 2503.00
1799.00
574.50
348.50
446.00
3534.00 2479.50
1655.50
1432.75
774.4
567.6

case 3: 25%
Total frames = 175
median
ISI
proposed
filter
method
method
664.75
673.25
661.25
358.25
378
500.75
773
521.75
150.75
374.5
172.5
244.25
640
351.25
341.25
1224
819
367.75
2282.5
1224.25
1375.5
8365.25
4622.25
4784.75
1169.25
697.75
619
4468.25
3795.5
3286.25
2031.98 1325.55 1233.15

Table 3.2: As per Table 3.1, but using clustered error pixels (CEPs) as the error measure.

m1.10 abandoned object.avi
m1.16 abandoned object.avi
m1.15 abandoned object.avi
OneStopEnter1cor.mpg
OneStopEnter2cor.mpg
OneStopNoEnter1cor.mpg
OneStopNoEnter2cor.mpg
OneStopMoveEnter1cor.mpg
OneStopMoveNoEnter2cor.mpg
TwoEnterShop1cor.mpg
Average

Sequence

case 1: 100%
Total frames = 700
median
ISI
proposed
filter
method
method
258.00
208.00
0.00
455.00
320.00
251.00
0.00
95.00
0.00
37.00
7.00
120.00
358.00
85.00
5.00
141.00
104.00
71.00
103.00
406.00
35.00
3931.00 1196.00
470.00
257.00
63.00
71.00
2487.00 1372.00
365.00
802.7
385.6
138.8
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Figure 3.9: Effect of T1 on AGE, while using a fixed value of T2 .

Sensitivity of T1

To find the optimum value of T1 , a subset of sequences from the CAVIAR dataset
was considered. Specifically, only those sequences for which the background groundtruths were available. The averaged AGE values obtained over the subset for various
values of T1 are shown in Figure 3.9. The optimum value (minimum error) is obtained when T1 is set to 0.8.

3.5.2

Evaluation by Foreground Segmentation

In this section, the influence of the proposed method on the performance of a
foreground segmentation algorithm [WADP97] is investigated using the Wallflower
dataset. We note that the proposed method is primarily designed to deal with static
backgrounds, while Wallflower contains both static and dynamic backgrounds. As
such, Wallflower might not be optimal for evaluating the efficacy of the proposed
algorithm in its intended domain, however it can nevertheless be used to provide
some suggestive results as to the performance in various conditions.
For foreground object segmentation estimation, we use a Gaussian based background subtraction method where each background pixel is modelled using a Gaussian distribution. The parameters of each Gaussian (i.e. the mean and variance) are
initialised either directly from a training sequence, or via the proposed MRF-based
background estimation method (i.e. using labels yielding the minimum value of the
posterior energy given by Eqn. (3.11) along with their corresponding variances).
The median filter and ISI [WS06] methods were not used since they do not define
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Wallflower
Sequence
WavingTrees
ForegroundAperture
LightSwitch
Camouflage
Bootstrap
TimeOfDay
Average

Relative improvement
in similarity
34%
6%
1%
20%
62%
-23%
16.67%

Table 3.3: Relative percentage improvement in foreground segmentation similarity
(Eqn. (3.16)), obtained on the Wallflower dataset, resulting from the use of the
MRF-based parameter estimation in comparison to direct parameter estimation. The
similarity value of the moved object sequence turns out to be zero (due to the absence
of true positives in its ground-truth) and is therefore not listed.

how to compute pixel variances of their estimated background. The same parameter settings, as used to measure the standalone performance (Section 3.5.1), were
retained.
For measurement of foreground segmentation accuracy, we use the similarity
measure adopted by Maddalena and Petrosino [MP08], which quantifies how similar
the obtained foreground mask is to the ground-truth. The measure is defined as:
similarity 

where similarity

P r0, 1s,

tp

tp
fp

fn

(3.16)

while tp, f p and f n are total number of true positives,

false positives and false negatives (in terms of pixels), respectively. The higher the
similarity value, the better the segmentation result. We note that the similarity mea-

sure is related to precision and recall metrics [DG06]. The relative improvements in
similarity resulting from the use of the MRF-based parameter estimation in comparison to direct parameter estimation are listed in Table 3.3.
We note that each of the Wallflower sequences addresses one specific problem,
such as dynamic background, sudden and gradual illumination variations, camouflage and bootstrapping. As mentioned earlier, the proposed method is primarily
designed for static background estimation (bootstrapping). On the ‘Bootstrap’ sequence, characterised by severe background occlusion, we register a significant improvement of over 62%. On the other sequences, the results are only suggestive
64

Chapter 3. Background Estimation in Cluttered Sequences

and need not always yield high similarity values. For example, we note a degradation in the performance on the ‘TimeOfDay’ sequence. In this sequence, there is a
steady increase in the lighting intensity from dark to bright, due to which, identical
labels were falsely treated as ‘unique’. As a result, the estimated background labels
variance appeared to be smaller than the true variance of the background, which
in turn resulted in surplus false positives. Overall, MRF-based background initialisation over 6 sequences achieved an average percentage improvement in similarity
value of 16.67%.

3.5.3

Additional Observations

We noticed (via subjective observations) that all background estimation algorithms
perform reasonably well when foreground objects are always in motion (i.e. in cases
where the background is visible for a longer duration when compared to the foreground). In such circumstances, a median filter is perhaps sufficient to reliably estimate the background. Accurate estimation by the median filter and the ISI method
becomes problematic if the above condition is not satisfied. On the other hand,
the proposed algorithm is able to estimate the background with considerably better
quality in the presence of such occlusions. This is the main strength of the proposed
method.
The proposed algorithm sometimes mis-estimates the background in cases where
the true background is characterised by strong edges while the occluding foreground
object is smooth (uniform intensity value) and has intensity value similar to that of
the background (i.e. low contrast between the foreground and the background). Under these conditions, the energy potential of the label containing the foreground object is smaller (i.e. smoother spectral response) than that of the label corresponding
to the true background.
Based on the experiments, the memory footprint to store the state space of all
the nodes is about 5% of the total memory required to store all the frames. This is in
contrast to existing algorithms, which typically require the storage of all the frames
before processing can begin.
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3.6

Summary

In this chapter we first highlighted the importance of background estimation particularly in video surveillance contexts. An overview of the existing approaches to solve
this problem was presented. We then proposed a background estimation algorithm
in an MRF framework that is able to reliably estimate the static background from
cluttered surveillance videos containing image noise as well as foreground objects.
The objects may not always be in motion or may occlude the background for much
of the time.
The major contributions include the formulation of clique potential which effectively characterises the spatial continuity by analysing data in the spectral domain.
The proposed neighbourhood system also enables modelling discontinuities in arbitrary orientations. Furthermore, the proposed algorithm has several advantages
such as: (i) real-time performance capable of processing image sequences of size

320  240 at 60 frames per second, (ii) low memory requirements due to sequential

processing of frames. These features make the algorithm suitable for implementation on embedded systems, such as smart cameras [MBAL07, WOL02].
The performance of the algorithm is invariant to moderate illumination changes,
as we consider only AC coefficients8 of the DCT in the computation of the energy potential defined by Eqn. (3.15). However, the similarity criteria defined by Eqns. (3.3)
and (3.4) creates multiple representatives for the same visually identical blocks.
One approach to mitigate this problem could be the use of metric learning techniques [XNJR02, WS09] to learn thresholds T1 and T2 [see Eqns. (3.3) and (3.4)].
However, this involves an additional task of grouping similar and dissimilar labels
prior to learning. We intend to explore this approach as part of further research.
Experiments on videos from CANDELA, CAVIAR and real-life surveillance indicate that the algorithm obtains considerably better background estimates (both objectively and subjectively) than methods based on median filtering and finding intervals of stable intensity. Furthermore, segmentation of foreground objects on the
Wallflower dataset was also improved when the proposed method was used to initialise the background model based on a single Gaussian. We note that the proposed
background estimation algorithm can be combined with almost any foreground segmentation technique, such as [MWHT06, RSSL10].
8

i.e. all coefficients except the first, which reflects the average intensity
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Inspired by this work, Baltieri et al. [BVC10] recently proposed a similar technique. To reduce the computation, they employ the Hadamard transform instead
of DCT. In our experiments, it was noted that while the Hadamard transform is
efficient, it generated less accurate background estimates than DCT.
The proposed method could be further extended to work on non-static cameras,
which will involve motion compensating the frame before using it in the estimation
process.
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Foreground-Background
Segmentation
4.1

Overview

This chapter begins with an overview of the popular approaches employed to perform foreground segmentation in videos and discusses their pros and cons. The appropriateness of foreground segmentation via background modelling (background
subtraction) in real-time surveillance applications is discussed. A survey of important publications pertaining to segmentation via background modelling is made. It
also enumerates the challenges typically confronted in modelling the background in
uncontrolled environments such as train stations and outdoors.
The proposed segmentation method capable of dealing with image sequences
containing noise, illumination variations and dynamic backgrounds is described.
The method employs contextual spatial information by analysing each image on
an overlapping patch-by-patch basis. A low-dimensional texture descriptor obtained
for each patch is passed through an adaptive multi-stage classifier. A probabilistic
foreground mask generation approach integrates the classification decisions by exploiting the overlapping of patches, ensuring smooth contours of the foreground objects as well as effectively minimising the number of errors. The parameter settings
are robust against a wide variety of sequences and post-processing of foreground
masks is not required.
Experiments on the difficult Wallflower and I 2 R datasets show that the proposed method obtains considerably better results (both qualitatively and quantita-
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tively) than methods based on Gaussian mixture models, feature histograms, and
normalised vector distances. On the CAVIAR dataset (using several tracking algorithms) the proposed method leads to considerable improvements in object tracking
accuracy. The effect of patch overlapping on segmentation accuracy and processing
speed is discussed. The impact of the 3 classifiers on the overall segmentation quality
is also investigated. An analysis on jitter sequences show the method is fairly robust
to camera vibrations. Lastly, further experiments on tracking show the proposed
segmentation method when combined with MRF-based background estimation (see
Chapter 3) leads to improved tracking accuracy particularly in cluttered sequences.
The work in this chapter has been published in [RSSL10, RSSL11].

4.2

Introduction

Intelligent video surveillance systems employ numerous computer vision algorithms
to achieve their goals. One of the fundamental and critical tasks in most computervision applications is the segmentation of foreground objects of interest from an
image sequence. The accuracy of segmentation is critical because it can significantly
affect the overall performance of the application employing it. The subsequent
stages process only the foreground pixels rather than the entire frame. Segmentation is employed in diverse applications such as tracking [PT03, JS06], action recognition [LN07], gait recognition [WTNH03] and anomaly detection [XG08, SKJ10].
The main motivation for performing segmentation can be application specific.
Typical reasons include:
In most systems, segmentation is employed as a preprocessing task to facilitate
real-time performance — a critical aspect in video surveillance applications.
Segmentation effectively filters out all the background or ‘irrelevant’ information that is of no interest to the subsequent modules [XG08, LN07]. Hence, it
can significantly reduce the computational load of the system. An example is
illustrated in Figure 4.1. It represents a typical face recognition system. It is
evident that only a fraction of the input image is analysed by the face detection
module.
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In applications such as action and gait recognition [LN07, WTNH03], obtaining correct silhouettes of the foreground objects is critical for an accurate performance of the system. Silhouettes are also used to reconstruct the 3D human
pose [AT04].
As a positive side effect, segmentation aids in minimising the probability of
occurrences of false positives since the search space is reduced. For example,
in tasks such as face or pedestrian detection, false positives can emanate from
regions pertaining to the background.
Segmentation is also employed in content based video coding [CCBK06], lowbandwidth communication and computational photography [ADA 04].
In the literature, foreground segmentation algorithms for an image sequence are
typically based on one of the following approaches:
1. Optical flow analysis
2. Energy minimisation
3. Segmentation via background modelling (commonly known as background
subtraction)
The first approach estimates motion to segment the regions of interest [BFB94].
Typically, it can be computationally expensive and is prone to the aperture problem [TV98]. Furthermore, the approach fails to detect objects when they become
stationary.
The second approach views segmentation as an inference problem in an energy
minimisation framework and has the potential to achieve high quality segmentation results [CCBK06, KT07]. However, methods based on this approach generally
have large computational requirements that make them unsuitable for real-time applications. Furthermore, during their initialisation phase, they require user intervention to explicitly hand label some of the regions belonging to foreground and
background, respectively. Labelling is necessary to build some prior models (such as
colour and motion models) about the foreground and background. This requirement
could impose severe restrictions in applications where multiple foreground objects
are entering/exiting the scene (e.g. in surveillance applications).

70

Chapter 4. Foreground-Background Segmentation

The third approach is a popular and efficient technique, employed to segment
ROIs from image sequences captured from a static camera [MP08, LZK 10]. It can
be formulated as a binary classification problem, where incoming frame data is classified either as foreground or background. Typically, the training dataset consists
of samples from the background. Unlike the above mentioned approaches, no constraints are imposed on the nature or behaviour of foreground objects appearing in
the scene. Furthermore, the silhouettes of the foreground objects can be reliably
extracted.
Another related area close to foreground segmentation is object detection [VJ02].
Foreground segmentation typically aims to delineate regions corresponding to objects from an image where the true silhouettes of objects are retained in the output.
On the other hand, object detection aims to find likely regions where particular objects may occur within an image. Typically, the output consists of placing a bounding
box around each detected object. Object detection generally involves training a classifier to detect specific instances of objects of a certain class (such as faces, heads,
or pedestrians) given an image sequence [VJ02, DT05]. Typically, it scans through
the whole frame at various scales for detection. The approach works well if the
goal is to detect objects of particular kind (e.g. faces). The detection capability is
influenced by the training data set which should ideally be exhaustive and encompass all possible variations/poses of the object — in practice, this is hard to achieve.
Furthermore, the type of objects to be detected must be known a priori. These constraints can make the approach unfavourable in certain surveillance environments
— typically outdoors, where objects of various classes can be encountered, including
pedestrians, cars, bikes, and left baggage.
Like many researchers, we employ the foreground segmentation via background
modelling approach in our work due to its appropriateness and versatility for surveillance applications. A formal description of this approach is given below.
Segmentation via background modelling consists of two modules: (i) background
modelling and (ii) foreground detection. A typical architecture of segmentation system via background modelling is illustrated in Figure 4.2.
In the training phase, the background modelling module acquires an image
sequence preferably containing only the dynamics of the background, to build a
background model of the scene. In the detection phase, each incoming frame is
compared with the background model by the foreground detection module. New
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Input Image Sequence
Foreground Mask

Detected Face

ROI Extraction

Face Detection

Face Comparison

Mr. X

Figure 4.1: A possible implementation of a face recognition system.

observations that deviate significantly from the model (outliers) are classified as
foreground, otherwise they are classified as background. Thus, the approach can be
viewed as a binary classification problem. The generated mask is also referenced
by the background modelling module to adaptively update the background model.
While the background pixels are ignored, the foreground pixels are analysed by
subsequent modules such as, object tracking [BM98, RKJB00], face detection, pose
estimation [AT04, SVD03] and action recognition [SWCS08].
The problem is relatively straightforward if the background to be modelled is a
controlled environment. However, modelling becomes exceedingly complex in an
uncontrolled environment. For example, in outdoor video surveillance the background may contain swaying branches, ocean waves, illumination variations and
cast shadows, which must be still classified as background. An ideal foregroundbackground segmentation system should be able to handle the following problems,
typically confronted in real-life surveillance videos:
(a) Low image quality:
The system should ignore background variations arising due to various types
of image noise such as thermal, salt-and-pepper and quantisation noise.
(b) Illumination variations:
The system should be able to adapt to varying light conditions witnessed in
the background.
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Foreground
Detection
Input Sequence

Model
Update

Output Foreground
Mask Sequence

Background
Modelling

Training Sequence

Figure 4.2: Typical architecture of segmentation system via background modelling.
Using a training sequence, the background modelling module models the background.
The foreground detection module compares the incoming frames to the reference
model and labels detected outliers as foreground.

(c) Dynamic background:
The system should accommodate dynamic backgrounds such as, waving trees,
running escalator and waves.
(d) Camouflage:
The system should be able to distinguish moving objects whose colour intensities are similar to that of the background.
(e) Shadows:
Shadows associated with moving foreground objects must be modelled as
background.
(f) Foreground aperture:
The motion in the interior pixels of a uniformly coloured object cannot be
detected. Thus, the entire object may not appear as foreground. In such cases,
the system should detect the object in its entirety.
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(g) Ghosts:
When an object assumed to be part of the background model is moved, both
the object and the newly revealed region of the background appear in the
generated mask as foreground. The latter change must be modelled as background.
(h) Camera jitter:
The system must be tolerant to camera jitters occurring due to diverse phenomena such as wind gusts and mechanical vibrations.
(i) Camera gain control:
Depending on the level of brightness perceived, most cameras compensate for
variations by automatically varying their gain. The system should be able to
handle such situations accurately.
(j) Bootstrapping:
The system must be able to estimate the background model using a cluttered
training image sequence. It is also termed as background initialisation or estimation.
In order to tackle the above mentioned problems, except bootstrapping, the
methods proposed in the literature presuppose that a reference model of the background is available. In the case of bootstrapping, the problem by itself involves
generating a reference model from a cluttered training sequence (background is occluded by foreground objects). Given the distinct nature of this particular problem,
like many researchers [Coh05, XH08], we address the bootstrapping/background
estimation problem separately in Chapter 3.
A review of foreground segmentation methods based on the above 3 approaches
is beyond the scope of this thesis. Instead, in the next section, we provide a survey
of important segmentation techniques relevant to this work (i.e. segmentation via
background modelling).
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(a)

(c)

(b)

(d)

Figure 4.3: (a) An example frame from the I 2 R dataset. (b) Ground-truth foreground
mask. Additional foreground mask estimates obtained using segmentation approaches
based on: (c) pixel-level classification, (d) region-level classification. The foreground
mask obtained from the pixel-level classification approach has smooth contours but
can be sensitive to noise, illumination and dynamic backgrounds. On the other hand,
the mask obtained from the region-level classification is more tolerant to the above
problems but has ‘blockiness’ artefacts.

4.3

Summary of Past Segmentation Approaches

The problem of identifying and separating foreground objects from background in
image sequences is a prerequisite in several disciplines ranging from applicationspecific scene analysis [ORP00, ADA 04, SKJ10] to object based video coding (compression) [VPZ98, NCRT98]. Consequently, numerous techniques have been proposed by several researchers. A survey of popular segmentation algorithms via
background modelling can be found in [Pic04, Bou09, BEBV10, Bru11]. There is
no unique classification of these techniques. However, they can be classified from
various viewpoints, which highlight their relative merits and trade-offs. Table 4.1
lists several well-known criteria for categorising existing methods available in the
literature.
For convenience, in the following survey, existing segmentation algorithms are
split into one of the following two categories (using the first criterion listed in Table 4.1):
(a) Pixel-level classification
(b) Region-level classification
Typical foreground masks obtained using the above two approaches are illustrated in Figure 4.3.
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Popular Criteria for Classification
Pixel-level classification

Region-level classification

Independent decision is made for each
pixel, generally not taking into account
information from neighbouring pixels.
As a result, the output segmentation has
fine contours of foreground objects.

A decision is made on an entire group
of spatially close pixels. Typically, this
strategy exhibits ‘blockiness’ artefacts,
i.e. output segmentation has rough contours of foreground objects.

Parametric

Non-parametric

The underlying distribution of the data
is assumed to be known a priori, which
may not always perfectly correspond to
the real data. The choice of parameters can be a problem, thus reducing
automation. The memory and computation requirements are low.

Non-parametric models make no assumptions about the underlying data
densities and can model arbitrary distributions. However, their memory and
computation requirements are relatively
large.

Predictive

Non-predictive

Predictive models employ prediction fil- Non-predictive methods generate a
ters to model the background dynamics. probability distribution of pixels ignorThe current input is predicted based on ing the order of input observations.
past observations.
Uni-modal

Multi-modal

Simple background subtraction methods Variations in the background are modassume that the intensity values of a elled with multi-modal distributions at
pixel can be modelled by a uni-modal the cost of higher complexity.
distribution. Such models usually have
low complexity, but cannot handle varying backgrounds
Recursive

Non-recursive

These techniques recursively update the
background model based on every new
input pixel received. The memory requirement is low, however any error in
the background model will propagate
over the subsequent frames for a reasonable period.

These methods store previous samples
of each pixel in a buffer and estimate the
background model based on their statistics. The memory requirements can be
significant but the model is more robust
to error propagation.

Table 4.1: List of popular criteria to classify existing segmentation algorithms via
background modelling.
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4.3.1

Pixel-level Classification

Algorithms under this class analyse individual pixels and classify them into foreground or background. Few methods take into account information from neighbouring pixels (typically, 4/8-connected neighbours) in their analysis. A representative
foreground mask is shown in Figure 4.3(c).
A temporal median filter can be employed to model simple static backgrounds
due to its low computational cost. Lo and Velastin [LV01] propose to use a median
filter on the last N frames to generate the background model. An adaptive background modelling strategy is proposed by Cucchiara et al. [CGPP03] using a median
filter. The filter is applied on a set containing N frames (typically obtained from
sub-sampling by a factor of 10) and the weighted past values of the background.
In resource constrained systems, the median based approach can be a bottleneck
as it requires a buffer to store N frames. To mitigate this problem, McFarlane and
Schofield [MS95] propose to use an approximated median filter. It uses a recursive
technique to estimate the median value using the following update equations:
$
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'
%

if It

¡ Bt

if It

Bt

if It
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(4.1)

 Bt

where Bt and It are the pixel intensities of background and input frames at time t,
respectively. The above methods do not form a rigorous statistical description and
do not provide a deviation measure of the background pixel values.
To overcome the above drawback, Wren et al. [WADP97] model pixel values at
each location over time using a Gaussian distribution. The parameters are recursively updated using a simple adaptive IIR filter. Horprasert et al. [HHD00] propose
a simple statistical approach. The algorithm computes brightness and colour distortion measures (as described below), to classify each pixel into one of the four
categories using a set of predefined thresholds. The four categories are: (i) background, (ii) foreground, (iii) shadow and (iv) highlighted background. In RGB
colour space, let ei denote mean colour value of the i-th pixel computed over N
background frames. Let xi denote the corresponding pixel value in the current frame.
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The brightness distortion is obtained by minimising the following cost function with
respect to αi :
BDpαi q  pxi  αi ei q2

(4.2)

where αi represents the pixel’s brightness strength with respect to ei .
Colour distortion is defined as the orthogonal distance between the observed
pixel value and the mean chromaticity line. Mathematically, it is defined as below:
CDi

 }xi  αiei}

(4.3)

The above approaches work well when the background is presumed to be unimodal. To overcome this limitation, Ridder et al. [RMK95] employ a Kalman filter
for segmentation in a human body tracking system. Ohta [Oht01] poses the problem of background subtraction as a statistical test. Both the methods only address
the problem of illumination changes in the background. However, in many practical
circumstances, the background can be dynamic, containing waving branches, running escalator and ocean waves. Thus, pixels corresponding to these regions exhibit
multi-modal characteristics.
In order to handle multi-modality nature of the background, mixture models are
proposed. Friedman [Fri97] uses a mixture of three Gaussian distributions corresponding to road, vehicle and shadow to model each pixel in a traffic surveillance application. A more generalised approach is proposed by Stauffer and Grimson [SG99].
It is one of the most extensively used methods for background subtraction in many
computer vision applications [PT03, PP07]. Hence, the method is described in detail
below.
Each pixel is modelled by a mixture of K Gaussian distributions and the parameters are updated using an on-line k-means approximation. The probability of
observing a pixel value xt at time t is given by:
ppxt q 

Ķ



ωc,t η pxt |µc,t , Σc,t q

(4.4)

c 1

where xt is a 3D vector for colour imagery and a scalar for grey scale images. K
is the number of Gaussians in the mixture and µc,t , Σc,t and ωc,t are the mean,
covariance and weight of the c-th Gaussian at time t, respectively. The weight, ωc,t
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can be interpreted as the portion of data accounted by the c-th Gaussian, with the
following constraints: 0

¤ ωc,t ¤ 1 and °Kc1 ωc,t  1.

The Gaussian probability

density function, η pq is given by:
η pxt |µ, Σq 

1

e 2 pxt µq
1

p2πq |Σ|
d
2

1
2

T

Σ1 xt µ

p  q

(4.5)

where d is the dimension of the input vector. To reduce computational complexity,
it is assumed that R, G, B channels are independent and have the same variances. As
a result, the covariance matrix gets simplified as:
Σc

 σ2c I

(4.6)

In practice, Gaussian mixture model parameters are estimated using the EM
algorithm (for details, see Section 2.2.1). Applying the EM algorithm for each pixel
of the frame would be costly, hence the method uses on-line k-means approximation.
Each new pixel is compared against the existing K Gaussians, until a match is found.
If a pixel value lies within 2.5 σ of the distribution, then it is defined as a match and
the corresponding parameters of the Gaussian are updated using:

 p1  ρqµc,t1
σ 2c,t  p1  ρqσ 2c,t1
µc,t

where

ρxt

(4.7)

ρpxt  µc,t qT pxt  µc,t q

(4.8)

ρ  αη pxt |µk , σ k q

(4.9)

If a match is not found, then the least probable Gaussian is replaced with a new
one, whose mean vector is set to the new pixel value, with high variance and low
prior weight.
The weights of all the K Gaussians are updated using:
ωc,t

 p1  αqωc,t1

αMc,t

(4.10)

where α is the learning rate and Mc,t is 1 for matched Gaussian and 0 otherwise.
The updated weights are re-normalised. Once the parameters are updated, the
background model is estimated by identifying those Gaussians in the mixture that
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are most likely generated by the background processes. The adopted technique is
to sort the Gaussians in descending order, by their value of ωc,t {σc,t . The first B
Gaussians are said to belong to the background model, such that:

B

 arg min
b



b̧



ωc

¡T

(4.11)

c 1

where threshold T is a predetermined value. If the incoming pixel belongs to one of
the B Gaussians, it is labelled as background, otherwise foreground. If the value of
T is small, the model tends to become unimodal, while a higher value of T signifies

the model is capable of handling multi-modal distributions.
Since its publication numerous variants have been proposed in the literature.
A list of popular extensions and enhancements proposed for this method [SG99] is
tabulated in Table 4.2.
Despite being widely used, pixel based GMM approaches have their limitations:
(a) Fast variations in the background are not easily modelled with just a few Gaussians accurately [EHD00].
(b) The assumption of normal distribution may not always hold good for every
situation [KCHD05].
(c) The setting of the learning rate parameter causes a trade-off problem. For a
slow learning rate, it produces a wide model that has difficulty in detecting a
sudden change to the background. If the model adapts too quickly, slowly moving foreground pixels will be absorbed into the background model, resulting
in a high false negative rate.
(d) The method is sensitive to initial data. If the Gaussian parameters are initialised improperly every component eventually converges to the most significant mode of the distribution.
(e) Smaller modes existing near larger modes are never detected.
(f) Estimated variance with the on-line EM algorithm is always smaller than the
actual variance since the update is proportional to the likelihood of the sample,
so samples closer to the mean become more important [TPM05].
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Proposed Approaches
[ZvdH06,
SAT06]
[PT03]

Extensions/Enhancements

CYZC06, Automatically estimate the number of Gaussians per
pixel adaptively.
Links model adaptation strategy to illumination
changes in the background.

[LHE03]

Embeds the method in a Bayesian formulation to compute the likelihood of a pixel being background.

[KB01, Lee05, LLÅ 06]

Improve model updating procedure to quickly adapt to
changing surroundings.

[CBM02, VSLB08]

Perform region level analysis to detect and ignore any
global changes (e.g. sudden illumination) in the generated foreground mask.

[Har02, JSS02, LCL11]

Employ positive and negative feedback from higher
level modules (e.g. by relying on object semantics,
global illumination change) to guide the low-level pixel
process of the GMM.

[MG05, SW06, HFH07]

Improve the segmentation results by introducing the
MRF inference into the framework.

[HSNN08]

Performs segmentation on sequences captured from
non-static cameras.

[BBPB10]
[SJLK11]
[SY04, ZLYZ09]

Addresses the problem of variance degeneration.
Adapts to work on Bayer pattern image sequences.
Implements a hierarchical framework that works on
various spatial scales to handle sudden illumination
changes.
Addresses the problems of shadow and quick illumination changes by analysing texture information.

[TLH05]

Table 4.2: A list of popular extensions and enhancements proposed for the original
GMM based foreground segmentation approach [SG99].
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To overcome the shortcomings related to parametric modelling, many techniques
employ non-parametric modelling. It is attractive for a number of reasons. Firstly,
there is no underlying assumption about the nature of the distribution of the data,
hence non-parametric modelling can provide more accurate models than those obtained by parametric modelling. Secondly, there are no parameters that need to be
estimated. For an accurate and unbiased parameter estimation (as is the case with
parametric models), typically a large amount of training data is required. These
methods model the background distribution for a pixel based on a list of its past
samples. Various Kernel Density Estimate (KDE) methods have been utilised; the
important ones are described below.
Elgammal et al. [EHD00] use a Gaussian kernel to estimate the probability density function of a pixel process from recent N observations. The process can be
viewed as a generalisation of the Gaussian mixture model, where the distribution of
each pixel in the N observations is considered to be Gaussian. The probability of
observing the pixel value xt at time t is:
ppxt q 

Ņ

1
K pxt  xi q
N i1

(4.12)

where kernel estimator function, K pq is a Gaussian function. A pixel is classified
as foreground if ppxt q

T, where T is a global threshold set for the entire image to

achieve a desired percentage of false positives.
The method proposed by Duda and Hart [DH73] estimates the density using
Parzen windows. For efficient computation, Tanaka et al. [TSAT07] propose a recursive Parzen window based density estimation technique. To partially overcome the
complexity associated with conventional KDE, Han et al. [HCZD04] use an iterative
algorithm to predict the modes of KDE. Mittal and Paragios [MP04] present an improved kernel density estimate, where the kernel has a variable bandwidth. Two
additional features corresponding to optical flow information are included along
with the three normalised colour components. As a result, each pixel is represented
by a 5D vector.
Tavakkoli et al. [TNBN09] propose two techniques: adaptive kernel density estimation and non-parametric Recursive Modelling (RM). The former approach is an
improvement over the Gaussian kernel based density estimate technique. The kernel density estimation technique is made adaptive by using a separate threshold for
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each pixel instead of using a single global threshold. Each colour pixel is represented
by two features given by:
Cr

R

Cg

R

R
G
G
G

B
B

(4.13)
(4.14)

where Cr and Cg are the normalised colour components of red and green. For better
accuracy the model uses a full covariance matrix.
In the latter technique (RM), the background model for each pixel is initialised
using the training data and recursively updated for every new incoming pixel. Let xt
be the intensity value of a pixel at time t (scalar) and MtB be its background model
at time t. The model is updated using:
MtB pxq  r1  βt sMtB1 pxq
255
¸



αt K∆ px  xt q

MtB pxq  1

(4.15)

(4.16)

x 0

where x

P r0, 255s and K∆p.q is the local kernel with bandwidth ∆ centred at xt,

while parameters αt and βt are the learning and forgetting rates, respectively. In
order to speed up model convergence, the rates are made adaptive. To improve

the detection accuracy, a foreground model, MtF pxq similar to background model,

MtB pxq is maintained. A given pixel is labelled as foreground if the following condi-

tion is satisfied:


ln

MtB
MtF

¤k

(4.17)

where the value of k is specific to each pixel in the image.
Another popular non-parametric approach for real-time implementation is the
codebook model proposed by Kim et al. [KCHD05]. In the training phase, the temporal pixel values are quantised into a codebook, which represents a succinct model
of the background. The method models structural background variations well using
limited memory.
Each pixel has a distinct codebook based on its training sample variations. Each

p I,
q f, λ, p, q s.
codeword c in the codebook stores 9 features: rR, G, B, I,
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p G,
p B
p s are the colour components of the codeword.
v  rR,

Ip and Iq are maximum and minimum intensity values of all pixels assigned to

this codeword, respectively. The intensity value of a pixel is computed using
I



?

R2

G2

B2.

f denotes the number of occurrences of the codeword.
λ signifies the longest interval between the recurrence of the codeword during

the training phase. Codewords having a large value of λ are rejected from the
codebook since they may correspond to moving foreground objects and image
noise.
p and q are the first and last access times of the codeword, respectively.

A pixel xt (3D vector) in the detection phase will be treated as background, if
the following two constraints are satisfied; otherwise it is labelled as foreground.

colour distortionpxt , ci q 
p Iqyq 
brightnesspI, xI,

b
#

}xt}2  p2 ¤ 

(4.18)

¤ }xt} ¤ Ihi
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if Ilow

f alse

otherwise

(4.19)

where

 xvi, xt2y
}vi}
xvi, xty2  pRpiR GpiG BpiB q2
}vi}2  pRpi Gpi Bpiq2
2

p2

(4.20)
(4.21)
(4.22)

 αIp, Ihi  minpβ I,p αIq q. Empirical values of α and β are 0.4 ¤ α ¤ 0.7 and
1.5 ¥ β ¥ 1.1. The proposed colour model is illustrated in Figure 4.4.
and Ilow

The non-parametric method presented by Heikkila and Pietikainen [HP06],
utilises texture features to build a background model. Each pixel is modelled as
a set of adaptive Local Binary Pattern (LBP) histograms computed over a circular
region around it. In the test phase, each new pixel’s LBP histogram is compared
to the corresponding set of histograms in the background model. If the measured
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Figure 4.4: Colour model proposed by the codebook algorithm [KCHD05]. Pixels
lying within the cylindrical region are labelled as background.

distance is well within a threshold, the pixel is labelled as background; otherwise
foreground. The parameters are updated for every new frame received thereby making the system adaptive to new background variations.
A combination of colour and texture features is also used to segment foreground
objects. For example, Yao and Odobez [YO07] combine the methods proposed
in [HP06] and [KCHD05] with several modifications. Furthermore, they add a post
processing stage for noise removal in foreground mask outputs. Similar features are
also utilised by Li and Leung [LL02] to perform foreground segmentation.
Russel and Gong [RG07] introduce rotation specific LBP operator which produces a 4-bit codeword for each pixel using its 4-connected neighbours. To enforce
local spatial consistency, the method employs MRFs which are optimised using a
graph cut based technique [BK04]. Inspired by LBP, Liao et al. [LZK 10] present a
new texture descriptor known as scale invariant local ternary pattern. To model the
pixel descriptors they propose a pattern kernel density estimation technique. The
model update strategy is similar to [SG99].
Li et al. [LHGT03] employ a Bayes decision rule to classify image pixels into foreground and background. The method analyses the stationary and dynamic regions
of the image separately. While the former is described by colour features, the latter is
represented by colour co-occurrence features. It maintains two background update
strategies to adapt to gradual and sudden variations in the background, respectively.
The features are modelled by histograms.
Maddalena and Petrosino [MP08] present a self-organising approach based on
artificial neural networks. The pixels are represented in HSV colour space to achieve
illumination invariant change detection. The background model for each pixel con85

Chapter 4. Foreground-Background Segmentation

sists of a neuronal map containing 3  3 weight vectors. Based on a distance measure,
each incoming pixel is mapped to the closest weight vector. If the computed distance
is greater than a predefined threshold, it is labelled as foreground.
The main limitations of non-parametric modelling are huge memory and computational requirements on large datasets. (i.e. the model is not easily scalable).
Several techniques use subspace learning to also model the background. For
example, Oliver et al. [ORP00] model the background by performing eigen value
decomposition at frame-level. In the training phase, the N sample images containing p pixels are vectorised. The mean vector µN and covariance matrix ΣN are
computed. The eigenvectors corresponding to M largest eigenvalues are retained in
a matrix, ΦM of size M  p. In the detection phase, the new input image is projected
onto the eigen space using:
ies

 ΦM pi  µN q

(4.23)

ies is again back-projected onto the image space using:
iis

 ΦTM ies

µN

(4.24)

Since moving objects do not appear in the same location in all the N training images,
their contribution to the model is typically small or negligible. On the other hand,
the eigenspace model can effectively describe static portions of the image as a sum
of the eigenbasis vectors. The foreground regions are detected when |iis  i| ¡ T . To

accommodate for large foreground objects in the sequence, an improved eigenspace
background model is proposed by Xu et al. [XSG06]. Using adaptive thresholds, the
method performs recursive error compensation to yield more accurate detections,
compared to the previous approach. For efficient computation, methods proposed
by Li et al. [LCZ06] and Wang et al. [WWW 07] employ incremental subspace learning algorithms to update the eigen-background. In addition to incremental eigen
analysis, Rymel et al. [RRG 04], adapt eigen-model parameters according to environmental conditions.
Few methods use models proposed for solving other tasks. For example, Tuzel
et al. [TPM06] propose a region covariance matrix as a descriptor for object detection and classification. Inspired by this work, Zhang et al. [ZYL 08] extend
the technique for background subtraction. Each pixel is represented by a feature
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vector consisting of pixel co-ordinates, intensity, texture and gradient. A M

N

rectangular region centred around each pixel is represented by a covariance matrix,
computed using feature vectors of individual pixels contained within the rectangle.
The background model for each pixel consists of a group of k adaptive covariance
matrices. The model update strategy is similar to [SG99].
Other approaches detect foreground objects by processing in a hierarchical fashion at pixel, region and frame levels. For example, Javed et al. [JSS02] use colour
and gradient information in their hierarchical approach. At pixel level, statistical
models of gradient and colour are separately constructed to label each pixel as background or foreground. While the features in the colour model are R, G, B pixel values, the features in the gradient model are ∆m and ∆d , which correspond to the grab

dient magnitude

fx2



fy2



and direction arctan



fy
fx



of the grey scale image,

respectively. Modelling the colour is similar to a mixture of Gaussians model [SG99],
while gradients are modelled by a Rayleigh distribution [CB01].
At region level, foreground pixels obtained from the colour model are grouped
into regions and the gradient model is used to validate the grouping. Both pixel
models are updated based on decisions made at the region level.
Frame-level analysis is performed to detect global illumination changes. It is
activated if more than 50% of the binary mask becomes part of the foreground. Only
gradient based information is used in the analysis. Finally, a connected-components
algorithm is exercised on the final masks.
Toyama et al. [TKBM99] present an algorithm known as Wallflower. Similar to
the previous method, the algorithm processes the image data at three spatial scales.
At pixel level, it employs a Wiener prediction filter [Mak75]. A pixel is labelled as
a

foreground, if a pixel value differs from its predicted value by more than 4 E re2t s,

where E re2t s is the expected squared prediction error. At region level, the technique

first detects the ‘genuine’ foreground regions and computes the histogram of these
regions. The histograms are then back-projected onto the current image to detect
new foreground regions using 4-connectivity neighbours. At frame level, sudden
global illumination changes (for instance, turning on the light in a room) are handled only if the model describing the scene after the illumination change is known
a priori. Though the previous two approaches contain a hierarchical framework, the
pixel-level decisions are still made and used for subsequent region level analysis.
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As the above approaches analyse data at the finest level, the contours in the resulting segmentation are smooth and almost identical to original contours. However,
most algorithms do not analyse the rich contextual spatial information effectively,
hence are sensitive to varying illumination, cast shadows, dynamic backgrounds
and inherent image noise. They also often require ad hoc post-processing (e.g. morphological operations) to remove incorrectly classified and scattered pixels from the
foreground mask.

4.3.2

Region-level Classification

Little research has been done in this category compared with the previous one. Algorithms under this category classify an entire group of spatially close pixels rather
than individual pixels. Each frame is typically split into blocks (or patches) and
the analysis is made at the block-level. The usage of contextual spatial information
mitigates, to a certain extent, the influence of problems such as image noise, illumination changes and cast shadows on the segmentation, but induces ‘blockiness’
artefacts. A representative foreground mask is shown in Figure 4.3(d).
Matsuyama et al. [MOH00] present an algorithm for non-stationary backgrounds
specifically targeted for: (i) varying illuminations and (ii) local motions by analysing
small blocks of the image. To address the first problem, a median image of the
training sequence (consisting of background images) is assumed as the reference
image. The Normalised Vector Distance (NVD) between the reference and each
image of the training sequence is computed on a block by block basis. The NVD is
defined as:
di ptq 


 Ri

 R

} i} 



Ti ptq 
}Tiptq} 

(4.25)

Ri and Ti are the i-th blocks in reference and training images, respectively.

The algorithm models the NVD distribution by a Gaussian. For each block, the
background model is represented by its corresponding Gaussian model parameters.

The probability density function PNVD pdi ptqq is given by:
pNVD pdi ptqq 


?1 e
2πσdi

 pd ptqµ q2
i
di
2σ 2
di

(4.26)

where µdi and σdi are the mean and variance of the set of NVD values obtained for
the i-th block.
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In low light conditions, the NVD measure could be unreliable, hence it further
analyses the spatial characteristics within the block. To this end, each block is subdivided into a number of small overlapping windows. The NVD of each window is
2 computed over the windows
computed using Eqn. (4.25). The NVD variance, σw

within the given block is also used for classification. A block i is labelled as foreground or background based on the following conditions:

blocki



#

f oreground

pP pdiptqq

background

otherwise

NVD

T1 q and pσi2w

¡ T2q

(4.27)

To address the second problem (i.e. local motions in the background), the method
builds a co-occurrence matrix. In the training phase, the method records the cooccurrence frequency between each possible pair of NVD values separated in time.
The local fluctuation pattern within a block is then categorised into 5 classes, where
each class has its own optimal background subtraction operator.
Another approach is based on spatial co-occurrence of image variations proposed
by Seki et al. [SWFS03]. The method is based on the principle that image variations
due to waving trees, illumination changes etc. at a block, have strong correlations to
those witnessed by its neighbourhood blocks. In principle, blocks experiencing this
phenomena are labelled as background. The method performs eigen space analysis
of image variations to classify the blocks.
Mason and Duric [MD01] split the input image into blocks and represent each
block by a histogram. Two kinds of histograms are proposed, based on: (i) colour
and (ii) edge. Segmentation is performed by computing distances based on histogram intersection and chi-squared measures. Based on experiments, the authors
report that an edge histogram results in better detections compared to a colour histogram.
The method proposed by Pokrajac and Latecki [PL03] decomposes the video into
spatiotemporal blocks. PCA is applied to reduce the dimensionality of the blocks.
The resultant vectors provide a joint representation of texture and motion patterns
in videos. The block vectors are then used in a GMM framework similar to [SG99]
for foreground detection.
Another approach proposed by Matsuyama et al. [MWHT06] addresses the problem of varying illumination. The approach has two complementary techniques —
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the first one employs illumination invariant features similar to [MOH00] as discussed above, while the second method estimates the illumination levels in the input image and accordingly normalises the brightness before classifying the blocks.
The assessment of illumination is made by employing PCA on background image
sequence. It is shown that integrating the two techniques results in good quality
segmentation under varying lighting conditions.

4.4

Proposed Segmentation Technique

In this section, a robust foreground segmentation algorithm is proposed. The method
falls into the category of region-level classification, however it has the merits of
both the pixel-based and region-based categories. It is capable of dealing with image noise, illumination variations and dynamic backgrounds (often witnessed in
sequences captured in outdoor environments), while obtaining smooth object contours. Specifically, each frame is analysed on an overlapping block-by-block basis,
with a low-dimensional texture descriptor obtained for each block. Each descriptor is passed through an adaptive multi-stage classifier, where each stage analyses
the descriptor from different perspectives before classifying it as belonging to the
foreground.
Unlike conventional methods where a pixel is classified as foreground or background based on its statistics collected over time, our approach classifies a pixel
based on how many overlapping blocks containing that particular pixel have been
classified as foreground/background, eliminating the need to do any post-processing.
The proposed technique has four main components:
1 Division of a given image into overlapping blocks (patches), followed by generating a low-dimensional descriptor for each block.
2 Classification of each block into foreground or background, where each block
is sequentially processed by up to three classifiers. As soon as one of the classifiers deems that the block is part of the background, the remaining classifiers
are not consulted. In sequential order of processing, the three classifiers are:
(a) a probability measurement using a location specific Gaussian model of
the background
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(b) an illumination robust similarity measurement through a cosine distance
metric
(c) a temporal correlation check, where blocks and decisions from the previous image are considered
3 Model reinitialisation to address scenarios where a sudden and significant
scene change can make the current model inaccurate.
4 Probabilistic generation of the foreground mask, where the classification decisions for all blocks are integrated. The overlapping nature of the analysis
is utilised to minimise the number of errors (both false positives and false
negatives) and produce smooth contours.
Each of the components is explained in more detail in the following sections.

4.4.1

Blocking and Generation of Descriptors

Each image is split into blocks which are considerably smaller than the size of the

image (e.g. 22, 44, . . . , 1616), with each block overlapping its neighbours by
a configurable amount of pixels (e.g. 1, 2, . . . , 8) in both the horizontal and vertical
directions. Block overlapping can also be interpreted as block advancement. For
instance, maximum overlapping between blocks corresponds to block advancements
by 1 pixel.
2D Discrete Cosine Transform (DCT) decomposition (see Eqn. (3.12)) is employed to obtain a relatively robust and compact description of each block [GW08,
SL09]. Image noise and minor variations are effectively ignored by keeping only
several low-order DCT coefficients which reflect the average intensity and low frequency information. Specifically, for a block located at pi, j q, four coefficients per
colour channel are retained (based on preliminary experiments), leading to a 12 dimensional descriptor:


rrs

rrs

rgs

rgs

rbs

rbs T

dpi,j q = c0 ,    , c3 , c0 ,    , c3 , c0 ,    , c3

(4.28)

where crnks denotes the n-th DCT coefficient from the k-th colour channel, with k

tr, g, bu.
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4.4.2

Multi-Stage Block Classifier

Each block’s descriptor is analysed sequentially by three classifiers (listed as (a), (b)
and (c), below), with each classifier using location specific parameters. A block is
deemed to belong to the background as soon as its descriptor is classified as such by
any of the three classifiers.
The first classifier handles dynamic backgrounds (such as waving trees, water
surfaces and fountains), but fails when illumination variations exist. The second
classifier analyses if the anomalies in the descriptor are due to illumination variations. The third classifier exploits temporal correlations (that naturally exists in
image sequences) to partially handle changes in environmental conditions.
(a) Probability measurement: The first classifier employs a multivariate Gaussian model for each of the background blocks. The likelihood of descriptor
dpi,j q belonging to the background class is found via:
"


p dpi,j q =

exp



1
2



dpi,j q - µpi,j q

p2πq

D
2

T



1
Σ
pi,j q dpi,j q - µpi,j q

*

1

Σpi,j q  2

(4.29)

where µpi,j q and Σpi,j q are the mean vector and covariance matrix for location

pi, j q, respectively, while D is the dimensionality of the descriptors. For ease of
implementation and reduced computational load, the dimensions are assumed
to be independent and hence the covariance matrix is diagonal.

To obtain µpi,j q and Σpi,j q , the first few seconds of the sequence are used for
training. To allow the training sequence to contain moving foreground objects, a robust estimation strategy is employed instead of directly obtaining
the parameters. Specifically, for each block location a two-component Gaussian mixture model is trained, followed by taking the absolute difference of the
weights of the two Gaussians. If the difference is greater than 0.5 (based on
preliminary experiments), we retain the Gaussian with the dominant weight.
The reasoning is that the less prominent Gaussian is modelling moving foreground objects and/or other outliers. If the difference is less than 0.5, we
assume that no foreground objects are present and use all available data for
that particular block location to estimate the parameters of the single Gaus92

Chapter 4. Foreground-Background Segmentation

sian. More involved approaches for dealing with foreground clutter during
training are given in [BVC10, RSL11b].
If a block has been classified as background, the corresponding Gaussian model
is updated using the adaptation technique similar to Wren et al. [WADP97].
Specifically, the mean and diagonal covariance vectors are updated as follows:

µnew
pi,j q
Σnew
pi,j q

 p1  ρqµold
pi,j q

ρdpi,j q

 p1  ρqΣold
pi,j q
new T
ρpdpi,j q  µnew
pi,j q qpdpi,j q  µpi,j q q

(4.30)

(4.31)

(b) Cosine distance: The second classifier employs a distance metric based on the
cosine of the angle subtended between two vectors. Empirical observations
suggest the angles subtended by descriptors obtained from a block exposed
to varying illumination are almost the same. A similar phenomenon was also
observed in RGB colour space [KCHD05].
If block pi, j q has not been classified as part of the background by the previous
classifier, the cosine distance is computed using:


cosdist dpi,j q , µpi,j q

1

dTpi,j q µpi,j q
kdpi,j qk kµpi,j qk

(4.32)

where µpi,j q is from Eqn. (4.29). If cosdistpdpi,j q , µpi,j q q ¤ C1 , block pi, j q is deemed
as background. The value of C1 is set to a low value such that it results in
slightly more false positives than false negatives. This ensures a low probability of misclassifying foreground objects as background. However, the surplus
false positives are eliminated during the creation of the foreground mask (Section 4.4.4). Based on preliminary results, the constant C1 is set to 0.1% of the
maximum value (for a cosine distance metric the maximum value is unity).
(c) Temporal correlation check: For each block, the third classifier takes into
account the current descriptor as well as the corresponding descriptor from

s
the previous image, denoted as drpprev
i,j q . Block pi, j q is labelled as part of the
background if the following two conditions are satisfied:
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BG
BG

FG
FG

Block A

Block B

Figure 4.5: Misclassification is inevitable at the pixel level whenever a given block has
both foreground (FG) and background (BG) pixels. Classifying Block A as background
results in a few false negatives (foreground pixels classified as background) while
classifying Block B as foreground results in a few false positives (background pixels
classified as foreground).

s
(i) drpprev
i,j q was classified as background;

s
(ii) cosdistpdrpprev
i,j q , dpi,j q q ¤ C2 .

Condition (i) ensures the cosine distance measured in (ii) is not with respect
to a descriptor classified as foreground. As the sample points are consecutive
in time and should be almost identical if dpi,j q belongs to background, we use
C2

4.4.3

 0.5  C1 .

Model Reinitialisation

A scene change might be too quick and/or too severe for the adaptation and classification strategies used above (e.g. severe illumination change due to lights being
switched on in a dark room). As such, the existing background model can wrongly
detect a very large portion of the image as foreground.
Model reinitialisation is triggered if more than 70% of each image is consistently
classified as foreground for a period of

1
2

second. The corresponding images are

accumulated and are used to rebuild the statistics of the new scene. Due to the
small amount of retraining data, the covariance matrices are kept as is, while the
new means are obtained as per the estimation method described in Section 4.4.2(a).
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4.4.4

Probabilistic Foreground Mask Generation

In typical block based classification methods, misclassification is inevitable whenever a given block has foreground and background pixels (examples are illustrated
in Fig. 4.5). We exploit the overlapping nature of the block-based analysis to alleviate this inherent problem. Each pixel is classified as foreground only if a significant
proportion of the blocks that contain that pixel are classified as foreground. In
other words, a pixel that was misclassified a few times prior to mask generation
can be classified correctly in the generated foreground mask. This decision strategy,
similar to majority voting, effectively minimises the number of errors in the output. This approach is in contrast to conventional methods, such as those based on
Gaussian mixture models [KB01], kernel density estimation [EHD00] and codebook
models [KCHD05], which do not have this built-in ‘self-correcting’ mechanism.
Formally, let the pixel located at px, y q in image I be denoted as Ipx,yq . Further-

more, let Bpfgx,yq be the number of blocks containing pixel px, y q that were classified

as foreground (fg), and Bptotal
x,y q be the total number of blocks containing pixel px, y q.
We define the probability of foreground being present in Ipx,yq as:
P fg

If P fg | Ipx,yq





| Ipx,yq  Bpfgx,yq { Bptotal
x,y q

(4.33)

¥ 0.90 (based on preliminary analysis), pixel Ipx,yq is labelled as part

of the foreground.

4.5

Experiments

The proposed algorithm was compared with segmentation methods based on Gaussian mixture models (GMMs) [KB01], feature histograms [LHGT03], and normalised
vector distances (NVD) [MWHT06]. We used the OpenCV v2.0 [BK08] implementations for the first two algorithms with default parameters. The first two methods classify individual pixels into foreground or background, while the last method
makes decisions on groups of pixels.
For evaluations of the methods, we conducted two sets of experiments: (i) subjective and objective evaluation of foreground segmentation efficacy, using datasets
with available ground-truths; (ii) comparison of the effect of the various foreground
segmentation methods on tracking performance. The proposed algorithm was implemented in C++ with the aid of Armadillo [San10] and OpenCV Libraries. All
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experiments were conducted on a standard 3 GHz machine. The details of the experiments are described in Sections 4.5.1 and 4.5.2, respectively.

4.5.1

Evaluation by Ground-Truth Similarity

For standalone evaluation of the methods, we used the I 2 R and Wallflower datasets.
The I 2 R dataset

1

has sequences captured in diverse and challenging environments.

It contains nine sequences and for each sequence there are 20 randomly selected
images for which the ground-truth foreground masks are available. The Wallflower
dataset

2

has seven sequences, with each sequence being a representative of a dis-

tinct problem encountered in background modelling (see [TKBM99] for details).
Each sequence has only one ground-truth foreground mask.
In our experiments the same parameter settings were used across all sequences
(i.e. they were not optimised for any particular sequence). Post-processing using
morphological operations was required for the foreground masks obtained by the
GMM and feature histogram methods, in order to clean up the scattered error pixels. For the GMM method, opening followed by closing using a 3  3 kernel was
performed, while for the feature histogram method we enabled the built-in postprocessor (using default parameters suggested in the OpenCV implementation). We
note that the proposed method does not require any such ad hoc post-processing.
We present both qualitative and quantitative analysis of the results.
For quantitative evaluation we adopted the similarity measure used by Maddalena and Petrosino [MP08], which quantifies how similar the obtained foreground
mask is to the ground-truth. The measure is defined as:
similarity

where similarity

P r0, 1s,

 tp

tp
fp

fn

(4.34)

while tp, f p and f n are total number of true positives,

false positives and false negatives (in terms of pixels), respectively. The higher the
similarity value, the better the segmentation result.

Figs. 4.6 and 4.7 show qualitative results on three sequences from the I 2 R and
Wallflower datasets, respectively.
1
2

http: //perception.i2r.a-star.edu.sg / bk model / bk index.html
http://research.microsoft.com/en-us/um/people/jckrumm/WallFlower /TestImages.htm
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In Fig. 4.6, the AP sequence (top row) has significant cast shadows of people
moving at an airport. The FT sequence (middle row) contains people moving against
a background of a fountain with varying illumination. The MR sequence (bottom
row) shows a person entering and leaving a room where the window blinds are nonstationary and there are significant illumination variations caused by the automatic
gain control of the camera.
In Fig. 4.7, the time of day sequence (top row) has a gradual increase in the
room’s illumination intensity over time. A person walks in and sits on the couch.
The waving trees sequence (middle row) has a person walking against a background
consisting of the sky and strongly waving trees. In the camouflage sequence (bottom
row), a monitor has a blue screen with rolling bars. A person in blue coloured
clothing walks in and occludes the monitor.
We note that output of the GMM based method (column c in Figs. 4.6 and 4.7) is
sensitive to reflections, illumination changes and cast shadows. While the histogram
based method (column d) overcomes these limitations, it has a lot of false negatives.
The NVD based method (column e) is largely robust to illumination changes, but
fails to handle dynamic backgrounds and produces ‘blocky’ foreground masks. The
results obtained by the proposed method (column f) are qualitatively better than
those obtained by the other three methods, having low false positives and false
negatives. However, we note that due to the the block-based nature of the analysis,
objects very close to each other tend to merge.
The quantitative results (using the similarity metric) obtained on the I 2 R and
Wallflower datasets, shown in Figs. 4.8 and 4.9, respectively, largely confirm the
visual results3 .
On the I 2 R dataset the proposed method consistently outperforms the other
methods. The next best method (GMM with morphological post-processing) obtained an average similarity value of 0.468, while the proposed method achieved
0.689, representing an improvement of about 47%.
On the Wallflower dataset the proposed method achieved considerably better
results for the foreground aperture and time of day sequences. While for the remainder of the sequences the performance was roughly on par with the other methods, the proposed method nevertheless still achieved the highest average similarity
3
The similarity value of moved object sequence from the Wallflower dataset is zero for all algorithms
and is therefore not shown in Fig. 4.9. This is due to the absence of true positives in its ground-truth.
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(a)

(b)

(d)

(c)

(e)

(f)

Figure 4.6: (a) Example frames from 3 video sequences from the I 2 R dataset.
Top: people walking at an airport, with significant cast shadows. Middle: people
moving against a background of a fountain with varying illumination. Bottom: a
person walks in and out of a room where the window blinds are non-stationary,
with illumination variations caused by automatic gain control of the camera. (b)
Ground-truth foreground mask, and foreground mask estimation using: (c) GMM
based [KB01] with morphological post-processing, (d) feature histograms [LHGT03],
(e) NVD [MWHT06], (f) proposed method.

(a)

(b)

(c)

(d)

(e)

(f)

Figure 4.7: As per Fig. 4.6, but using the Wallflower dataset. Top: room illumination gradually increases over time and a person walks in and sits on the couch.
Middle: person walking against a background of strongly waving trees and the sky.
Bottom: a monitor displaying a blue screen with rolling bars is occluded by a person
wearing blue coloured clothing.
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Block Size
22
44
66
88
1010
1212
1414
1616

Average similarity
I2 R
Wallflower mean
0.604
0.437
0.520
0.699
0.539
0.619
0.702
0.594
0.648
0.690
0.620
0.655
0.667
0.638
0.653
0.634
0.646
0.640
0.602
0.658
0.630
0.556
0.646
0.601

Table 4.3: Average similarity values obtained using various block sizes on the I 2 R and
Wallflower datasets. The ‘mean’ column indicates the mean of the values obtained for
I 2 R and Wallflower.

value. The next best method (histogram of features) obtained an average value of
0.525, while the proposed method obtained 0.653, representing an improvement of
about 24%.

The performance of the proposed algorithm for block sizes ranging from 22 to

1616 is shown in Table 4.3. The optimal block size for the I 2 R dataset is 66, with
the performance being quite stable from 44 to 88. For the Wallflower dataset the

optimal size is 1414, with similar performance obtained from 1212 to 1616.
By taking the mean of the values obtained for each block size across both datasets,
the overall optimal size appears to be 88, as used in the preceding experiments.

For other datasets, we expect the optimal block size to be sensitive to parameters
such as frame resolution, field of view and size of foreground objects. Preliminary
experiments with various real-life surveillance videos suggest that for frame resolu-

tions around 352288 (CIF resolution), block size of 88 appears to be well suited.
For significantly larger resolutions, block size of 1616 works well.

4.5.2

Evaluation by Tracking Precision & Accuracy

We conducted a second set of experiments to evaluate the performance of the segmentation methods in more pragmatic terms rather than limiting ourselves to the
traditional ground-truth evaluation approach. To this effect, we studied the influence of the various foreground detection algorithms on tracking performance. The
foreground masks obtained from the detectors were passed as input to several tracking systems. We used the tracking systems implemented in the video surveillance
module of OpenCV v2.0 [BK08] and the tracking ground truth data that is available
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GMM based method

Histogram of features

NVD based method
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Figure 4.8: Comparison of similarity values (defined Eqn. (4.34)) obtained on the
I 2 R dataset using foreground segmentation methods based on GMMs [KB01], feature
histograms [LHGT03], NVD [MWHT06] and the proposed method. The higher the
similarity (i.e. agreement with ground-truth), the better the segmentation result.
1.0

GMM based method

Histogram of features

NVD based method

Proposed method
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Figure 4.9: As per Fig. 4.8, but obtained on the Wallflower dataset.

for the 50 sequences in the second set of the CAVIAR4 dataset. The tracking performance was measured with the two metrics proposed by Bernardin and Stiefelhagen [BS08], namely, multiple object tracking accuracy (MOTA) and multiple object
tracking precision (MOTP).
Multiple object tracking precision measures the average pixel distance between ground truth objects and their matched hypotheses over all frames. The
lower the MOTP, the better. Ground truth objects and hypotheses are matched
using the Munkres’ algorithm [Mun57]. MOTP is defined as:
MOTP

4
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Figure 4.10: Effect of foreground detection methods on: (a) multiple object
tracking accuracy (MOTA), where taller bars indicate better accuracy; (b) multiple object tracking precision (MOTP), where shorter bars indicate better precision (lower distance). Results are grouped by tracking algorithm: blob matching
(CC), two mean shift trackers (MS and MSFG), particle filter (PF) and hybrid tracking (CCPF).

where dit is the distance between the object Oi and its corresponding hypothesis and ct is the number of matches found at time t.
Multiple object tracking accuracy accounts for object configuration errors, false
positives, misses as well as mismatches. The higher the MOTA, the better. It is
defined as:
°
MOTA = 1 -

t

pmt

f pt mmet q
t gt

°

(4.36)

It measures accuracy in terms of the number of false negatives (m), false positives (f p) and mismatch errors (mme) with respect to the number of ground
truth objects (g ). The higher the value, the better the accuracy. For further
details see [BS08].
We performed 20 tracking simulations by evaluating four foreground object segmentation algorithms (GMM based, histogram of features, NVD and the proposed
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method) in combination with five tracking algorithms (blob matching, mean shift,
mean shift with foreground feedback, particle filter, and blob matching with particle filter for occlusion handling). The performance result in each simulation is the
average performance of the 50 test sequences.
The quantitative results, presented in Fig. 4.10, indicate that in all cases the
proposed method led to the best precision and accuracy values. For tracking precision (MOTP), the next best method (NVD based) obtained an average pixel distance of 11.79, while the proposed method reduced the distance to 10, indicating
an improvement of approximately 15%. For tracking accuracy (MOTA), the next
best method (GMM based) obtained an average accuracy value of 0.343, while
the proposed method achieved 0.495, representing a noteworthy improvement of
about 44%.

4.5.3

Additional Observations

Effect of Block Advancement (Overlapping)

In the default algorithm, the advancement between consecutive blocks is one pixel.

As the block size is fixed to 88, block advancement of 8 pixels (between successive blocks) indicates no overlapping, while block advancement of 1 pixel denotes
maximum overlap. The smaller the block advancement (i.e. higher overlap), the
higher the accuracy and smoother object contours, at the expense of a considerable

increase in the computational load (due to more blocks that need to be processed).
In this section, we analyse the effect of block overlapping on: (a) segmentation
accuracy and (b) processing speed.
Figure 4.11(a) shows the similarity values achieved for various block advancements using the I 2 R dataset. While Figure 4.11(b) shows the number of frames

processed per second on image sequences of size 320  240 (QVGA resolution) for
the same settings of block advancements.
While there is a gradual decrease in similarity values for large advancements
(i.e. lower overlap), the gain in terms of processed frames per second is quite significant. For example, block advancements of 1 pixel (maximum overlapping) achieve
the best similarity value of 0.69, at the cost of low procesing speed (4 frames per
second). Increasing the block advancement to 3 pixels somewhat decreases the
similarity value to 0.64, but the processing speed raises to 30 frames per second. As
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Figure 4.11: Effect of block advancement on: (a) similarity value obtained using the
I 2 R dataset; (b) processing speed in terms of fps on image sequences of size 320  240
(QVGA) resolution. As the advancement between blocks increases (i.e. lower overlap),
there is a moderate decrease in similarity values, while there is a significant gain in
terms of frames processed per second.
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Figure 4.12: Effect of block advancement on number of blocks processed per frame
of size 320  240. As the advancement between blocks reduces by half, the number of
blocks processed tends to increase in geometric progression.

the block advancement is reduced by half, the number of blocks processed tends to
increase in geometric progression. Figure 4.12 shows this relationship for frames of
size 320  240 for various block advancements.
Contribution of Individual Classifier Stages

In the proposed algorithm, each classifier (see Section 4.4.2) handles a distinct problem such as dynamic backgrounds and varying illuminations. In this section, the influence of individual classifiers on the overall segmentation performance is further
investigated. We evaluate the segmentation quality using three separate configurations: (a) classification using the first classifier (based on multivariate Gaussian
density function) alone, (b) classification using a combination of the first classifier
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Figure 4.13: Impact of individual classifiers on the overall segmentation quality
for various block advancement values, using the I 2 R dataset. The best results are
achieved when all 3 classifiers are used (default configuration).

followed by the second (based on cosine distance), (c) classification using all stages.
The quantitative results of each configuration using the I 2 R dataset for various block
advancement settings are shown in Figure 4.13.
We note that the best segmentation results are obtained for the default configuration when all 3 classifiers are used. The next best configuration is the combination
of the first and second classifiers which independently inspect for scene changes occurring due to dynamic backgrounds and illumination variations, respectively. The
configuration comprising of only the first classifier yields the lowest similarity value
since the background variations due to illumination are not handled effectively by
it.
We note the impact of the third classifier appears to be minor compared to that of
the second, since it is aimed to minimise the occasional false positives by examining
the temporal correlations between consecutive frames (see Section 4.4.2(c)). The
relative improvement in average similarity value achieved by adding the second
classifier is about 27%, while adding the third gives an improvement of about 4%.
Jitter Sequences

As a positive side effect, the proposed algorithm to a certain extent disregards camera jitter, which otherwise can cause a large number of false positives in the generated foreground masks. We conjecture that this effect is due to low frequency
texture descriptors and probabilistic foreground masks used in our analysis.
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(a)

(b)

(c)

(d)

(e)

(f)

Figure 4.14: (a) Example frames from jitter sequences, (b) Ground-truth foreground
mask and foreground masks obtained using: (c) GMM based [KB01] with morphological post-processing, (d) feature histograms [LHGT03] with morphological
post-processing, (e) NVD [MWHT06] (f) proposed method. The masks obtained
from pixel-level based processing and NVD [(c) to (e)] are more sensitive to camera
jitter.

We conducted experiments5 on sequences obtained from the Port of Brisbane,
Australia, which contained significant camera jitter. The jitter was due to strong
wind gusts acting upon the CCTV cameras. Foreground mask samples obtained
using four algorithms on two jitter sequences are illustrated in Figure 4.14. In both
the examples, we note the proposed method has low false positives compared to the
other methods. It must be noted that morphological post processing was done on
the masks obtained from GMM and histogram based methods.

4.6

Hybrid Framework

In this section, we extend the background initialisation model of the proposed segmentation method (see Section 4.4) with the MRF based background estimation
approach proposed in Chapter 3. The segmentation algorithm uses a background
model comprised of location-specific multivariate Gaussians. The steps to update
the model with the background, reconstructed in an MRF-based framework, are
listed below:
1 Given a training sequence, the initial background model is generated using
the dual-Gaussian training strategy described in Section 4.4.2(a). The mean
5
Ground-truth foreground masks of the jitter sequences are not available, except for the frames
shown in Figure 4.14. For these frames, the ground-truths were explicitly generated for the purpose of
illustration. Hence, the segmentation algorithms could only be compared qualitatively.
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vectors and diagonal covariance matrices of the multivariate Gaussians for
each block location are obtained.
2 The estimated background image obtained using the MRF framework is used
to modify the multivariate Gaussian models. Specifically, the block descriptors
(see Section 4.4) extracted from the estimated background image are used
to replace the mean vectors of the Gaussian model. The covariance matrices
are retained as is. Preliminary experiments indicated that when stationary
backgrounds were occluded by foreground objects for a long duration, the
variances computed in step 1 were similar to the variances of the true background.

4.6.1

Experiments

The proposed hybrid framework (MRF + multi-stage classifier) was evaluated with
segmentation methods based on baseline multi-stage classifier (discussed in Section 4.4), GMMs [KB01] and feature histograms [LHGT03].
We used the same evaluation metric used in Section 4.5.2. Specifically, we performed 20 tracking simulations by evaluating four foreground segmentation algorithms (baseline multi-stage classifier, GMM, feature histogram and the proposed
hybrid system) in combination with five tracking algorithms (blob matching, mean
shift, mean shift with foreground feedback, particle filter, and blob matching with
particle filter for occlusion handling).
We note that a significant number of sequences in the second set of the CAVIAR
dataset have a clean background. In such circumstances, the performance of the
baseline multi-stage classifier is similar to that of the hybrid framework because the
estimated background models are accurate. However, in order to compare their
performances in cluttered sequences (i.e. background occluded by foreground) we
chose a subset of 30 sequences6 from the CAVIAR dataset which are characterised
by significant background clutter. The performance result in each simulation is the
6

The sequences are: EnterExitCrossingPaths2cor, OneShopOneWait2cor, OneStopEnter2front,
OneLeaveShop2cor, ShopAssistant1cor, OneStopMoveEnter2front, OneLeaveShopReenter1cor,
TwoLeaveShop1cor, OneStopMoveNoEnter2front, OneLeaveShopReenter2cor, TwoLeaveShop2cor, OneStopNoEnter1front, OneStopEnter1cor, WalkByShop1cor, OneStopNoEnter2front, OneStopEnter2cor,
EnterExitCrossingPaths2front, OneShopOneWait2front, OneStopMoveEnter2cor, OneLeaveShop2front,
ShopAssistant1front, OneStopMoveNoEnter2cor, OneLeaveShopReenter1front, TwoLeaveShop1front,
OneStopNoEnter1cor, OneLeaveShopReenter2front, TwoLeaveShop2front, OneStopNoEnter2cor,
OneStopEnter1front, and WalkByShop1front.
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(i)

(ii)

(iii)

(iv)

(v)

Figure 4.15: (i) Example frames from CAVIAR dataset. Foreground masks obtained
using: (ii) GMM based method [KB01], (iii) histogram based method [LHGT03],
(iv) baseline multi-stage classifier, (v) proposed MRF based framework. We note the
masks shown in columns (ii) to (iv) have considerable amount of false negatives since
the foreground objects were included in the background model, while the results of
the proposed framework (column (v)) have minimal errors.

average performance obtained over these 30 test sequences. We used the first 200
frames of each sequence to initialise its background model.
Examples of qualitative results are illustrated in Fig. 4.15. It can be observed that
foreground masks generated using methods based on GMMs [KB01], feature histograms [LHGT03] and the baseline multi-stage classifier have considerable false
negatives which are due to foreground objects being included in the background
model. In contrast, the MRF based model initialisation approach results in noticeably better foreground detection.
The quantitative tracking results, presented in Fig. 4.16, indicate that in all cases
the proposed framework led to the best precision and accuracy values. For tracking
precision (MOTP), the next best method, the baseline multi-stage classifier, obtained
an average pixel distance of 11.03, while the proposed method reduced the distance
to 10.28, indicating an improvement of approximately 7%. For tracking accuracy
(MOTA), the next best method obtained an average accuracy value of 0.35, while
the proposed method achieved 0.5, representing a considerable improvement of
about 43%.
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Proposed Framework
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Figure 4.16: Impact of foreground detection methods on: (a) multiple object
tracking accuracy (MOTA), where taller bars indicate better accuracy; (b) multiple object tracking precision (MOTP), where shorter bars indicate better precision
(lower distance). Results are grouped by tracking algorithm: blob matching (CC),
mean shift trackers (MS and MSFG), particle filter (PF) and hybrid tracking (CCPF).
We note that the results for the baseline multi-stage classifier are different from those
shown in Figure 4.10, as only cluttered sequences were used. See text for further
details.

4.7

Summary

This chapter provided an overview of popular approaches to perform foreground
segmentation in video along with their pros and cons, followed by a review of stateof-the-art techniques for segmentation via background modelling.
Next, we described the proposed foreground object segmentation method which
is robust to image sequences containing noise, illumination variations and dynamic
backgrounds. The model initialisation strategy allows the training sequence to contain moving foreground objects.
Contextual spatial information is employed through analysing each frame on
an overlapping block-by-block basis. The low-dimensional texture descriptor for
each block alleviates the effect of image noise. The adaptive multi-stage classifier
analyses the descriptor from various perspectives before classifying it as foreground.
Specifically, it checks if the disparity is due to background motion or change in illumination. The temporal correlation check minimises the occasional false positives
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emanating due to background characteristics which were not handled by the preceding stages.
A probabilistic foreground mask generation approach integrates the block-level
classification decisions by exploiting the overlapping nature of the analysis, ensuring
smooth contours of the foreground objects as well as effectively minimising the
number of errors. The parameter settings appear to be quite robust against a wide
variety of sequences and the method does not require explicit post-processing of the
foreground masks.
Experiments conducted to evaluate the standalone performance (using the difficult Wallflower and I 2 R datasets) and the effect on tracking performance (using
the CAVIAR dataset) show the proposed method obtains considerably better results
(both qualitatively and quantitatively) than methods based on GMMs, feature histograms and normalised vector distances. The influence of block overlapping on
segmentation accuracy and processing speed is studied. The impact of individual
classifiers on the overall quality of segmentation is also investigated. As a side effect, it was also noted that the proposed method is tolerant to camera jitters based on
preliminary experiments. Further experiments on tracking show that the proposed
segmentation method when combined with MRF based background estimation (see
Chapter 3) leads to improved tracking accuracy, particularly in cluttered sequences.
Lastly, when input image sequences are encoded by DCT based compression
standards such as JPEG, H.263, and MPEG4 (which is generally the case), the block
descriptors can be directly obtained from the bitstream during the image decoding
process. The strategy further boosts the processing speed of the algorithm, particularly when the blocks are non-overlapping.
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Detection of Anomalous Events
5.1

Overview

In this chapter we first overview state-of-the-art techniques for detection of anomalous activities in video streams, followed by a survey of anomaly detection datasets.
We then propose a robust and efficient anomaly detection technique, capable of dealing with crowded scenes, where traditional tracking based approaches tend to fail.
Input frames are split into non-overlapping cells, followed by extracting features
based on motion, size and texture from each cell. Each feature type is independently
analysed for the presence of an anomaly. Unlike most methods, a refined estimate
of object motion is achieved by computing the optical flow of only the foreground
pixels. The motion and size features are modelled by an approximated version of
kernel density estimation, which is computationally efficient even for large training
datasets. Texture features are modelled by an adaptively grown codebook, with the
number of entries in the codebook selected in an online fashion.
Comparative experiments show that the proposed method obtains considerably
better results than three recent approaches: Mixture of Probabilistic Principal Component Analysers (MPPCA), social force, and Mixture of Dynamic Textures (MDT).
The proposed method is also several orders of magnitude faster than MDT, the next
best performing method. Experiments on the recently published UCSD Anomaly
Detection dataset show that by employing size and texture features, in addition to
motion, the sensitivity of anomaly detection is improved. The work in this chapter
has been published in [RSL11a].
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5.2

Introduction

Automated detection of anomalous events in video feeds has the potential to provide more vigilant surveillance, possibly in lieu of, or as an assistance to, human
operators who have limited attention spans when faced with tedious tasks [HVL08,
SBC08]. Qualifying an event as anomalous is subjective and depends on the intended application as well as context. However, without being application or context specific, an anomalous event can be defined as any event that is different from
what has been observed beforehand.
Detection of anomalous events can be hence viewed as a binary classification
problem, where there are training examples only for one class, generally. Typical
algorithms model the dynamics of ‘normal’ activity or ‘expected’ behaviour and compare new observations with an existing model. Any outliers are labelled as anomalous. An ideal system is expected not only to detect anomalous events accurately,
but also to adapt itself to the changes witnessed in the environment over time.

5.3

Summary of Past Detection Approaches

Several anomaly detection techniques have been proposed in various research fields.
Chandola et al. [CBK09] discuss them in detail in their survey, while Saligrama et
al. [SKJ10] examine video based anomaly detection approaches in the context of
surveillance. Existing methods in the literature can be roughly placed into two categories: (i) analysis by tracking, where trajectories of individual objects are maintained; (ii) analysis without tracking, where other features such as motion and texture are employed to model activity patterns of a given scene.

5.3.1

Analysis by Tracking

In the first category, almost all approaches use track information to extract features such as speed, size and aspect ratio of the objects. For instance, Basharat et
al. [BGS08] employ tracking to model object motion and size using Gaussian mixture models. Specifically, each observation in a given track is represented by a 5D
vector containing a time stamp, position (x and y), and size (width and height).
The transition vectors derived from these observations are modelled by a GMM for
each pixel location. Any vectors lying significantly far from the GMM are labelled as
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anomalous. Stauffer and Grimson [SG00] create a codebook of typical patterns using trajectory information. Based on the codebook and its associated co-occurrence
matrix, a hierarchical classification technique is used to classify the activities of the
scene. Wang et al. [WTG06] analyse trajectories to create semantic scene models to
detect anomalous events. Specifically, the initial trajectory information is obtained
by using the Stauffer-Grimson tracker [SG00]. Trajectories are first clustered into
distinct events, vehicles or pedestrians, based on size. Subsequently, each cluster is
further divided based on velocity and spatial distributions. Semantic scene models
are learnt from these clusters. Remagnino and Jones [RJ01] extract velocity and
aspect ratio information to classify events into the category of persons, vehicles or
others. They employ a Bayesian classifier to distinguish various events in the scene.
The behaviour of the events (e.g. vehicle entering, person exiting) is modelled by a
Hidden Markov Model (HMM).
Hu et al. [HXF 06] learn motion patterns in image sequences for anomaly detection and behaviour prediction. Using spatial features, the trajectories are initially
clustered into various categories. Each of the clusters is further grouped into subcategories using temporal features. The clustered trajectories aid in modelling the
motion patterns, each of which is represented by a chain of Gaussian distributions.
A given trajectory is labelled as anomalous, if its likelihood value when compared
to the representative motion patterns is less than a threshold. Johnson and Hogg
[JH96] use a tracker [BH94] based on an active shape model to obtain the trajectories of pedestrians. Each observation in a given trajectory is represented by the
object’s position and its instantaneous velocity. They statistically model the trajectories using neural networks and use them for event recognition and track prediction.
The method proposed by Piciarelli et al. [PMF08] detects anomalies by clustering
the trajectories using a one-class support vector machine (SVM). The trajectories
are represented by 2D co-ordinates. Trajectories are sub-sampled to obtain a fixeddimension feature vector in order to apply the standard SVM kernels.
Jiang et al. [JWK07] model the trajectories by a 5-state HMM. They are then
grouped using a dynamic hierarchical clustering algorithm to minimise the problem of over-fitting. The likelihood of a new observation given the HMM of normal
trajectories is computed to detect abnormal events. Saleemi et al. [SSS08] model
object position and speed computed from tracking using kernel density estimation.
The model is used to predict trajectories, handle occlusions and detect anomalies.
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Calderara et al. [CCP07] treat trajectories as a sequence of angles formed between
two consecutive positions. Since the angle, θ is periodic with period 2π , the authors
propose to model the trajectories using the Von Mises distribution [Bis06]. It is similar to a Gaussian distribution but applicable to periodic variables. In general, as trajectories have more than one direction, the method employs a mixture of Von Mises
distributions for modelling. The method employs the reject option technique [Bis06]
to label a given trajectory as abnormal.
In addition to trajectory analysis, Porikli and Haga [PH04] include object and
frame features. The object features such as speed, colour, and size are statistically
modelled. These features are in turn collated to represent the frame features.
The trajectory based approaches are suitable in cases where the scene is comprised of only a few objects. However, in crowded environments it becomes hard to
maintain tracks due to object occlusions and overlaps [ARSR08, XG06, MOS09].

5.3.2

Analysis without Tracking

In light of the problems mentioned in the preceding section, in the second category
the anomaly detection task is formulated while deliberately omitting the tracking of
specific objects. Most approaches in this category largely rely on motion or motionrelated features. For example, Mehran et al. [MOS09] place a grid of particles over
the image and perform particle advection1 . The interaction forces between the particles, computed using optical flow, are modelled using a ‘Social Force’ model. The
forces are mapped back into image space to construct force flows which are modelled by latent Dirichlet allocation to detect abnormal flows. Adam et al. [ARSR08]
define a fixed set of spatial locations on the image. Low-level features such as magnitude and direction of optical flow extracted from these locations are then independently modelled using probabilistic histograms. The alerts obtained from these
individual locations both in space and time are integrated to validate the presence
of anomalies existing in the scene.
A similar feature extraction approach is adapted in the method proposed by Tziakos et al. [TCX10]. Features are modelled via subspace learning by employing two
specific techniques: principal component analysis and locality preserving projections
1
Particle advection refers to the movement of particles under the influence of the underlying flow
field. In general, advection is a transfer mechanism of a substance. It is often referred to in turbulence
theory, fluid dynamics and meteorology.
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(LPP). A one-class classifier based on GMM is employed to label the samples as normal or abnormal. Experiments show that the PCA based approach performs better
in cases where learning is confined to labelled samples, while the LPP approach is
preferred when both labelled and unlabelled samples are involved during subspace
learning. Sudo et al. [SOT 08] also employ an incremental PCA in conjunction with
an incremental one-class SVM classifier for online anomaly detection.
Ermis et al. [ESJK08] initially segment the incoming input image into a binary
image of foreground and background pixels. The statistics of busy-idle rates of each
pixel over time are computed. Based on these statistics, the pixels are clustered into
groups exhibiting similar behaviour profiles. Probabilistic models are estimated for
each behaviour cluster to detect any abnormality appearing in the test sequence.
The method proposed by Kim and Grauman [KG09] computes a 9D optical flow
vector (8 orientations + 1 magnitude) for each pixel in the image. The feature
descriptor for each local region (which corresponds to the node of a space-time
MRF) is constructed from these optical flow vectors. All local regions within the
image are modelled using a mixture of probabilistic PCA. A global inference on the
space-time MRF minimises false alarms caused by noisy observations. Kratz and
Nishino [KN09] use spatio-temporal gradients to characterise the local motion patterns. The 3D gradient vectors are modelled using a Gaussian distribution. To identify distinct local motion patterns, KL divergence is used. HMM are used to model
the temporal dynamics of the motion patterns, while coupled HMM are employed
to capture local spatial correlations of the motion patterns.
As the above techniques rely solely on motion information alone, anomalies occurring due to object size or appearance are not detected. To address this limitation,
Mahadevan et al. [MLBV10] recently proposed to jointly model the appearance and
dynamics of crowded scenes, using mixtures of dynamic textures (MDT) [CV08].
The method explicitly investigates both temporal and spatial anomalies. The method
uses a strategy similar to the background subtraction technique proposed by Stauffer and Grimsons [SG00] to detect temporal anomalies, while it views spatial abnormality detection as a saliency detection problem. Though the reported comparative
results show improvements over earlier techniques, the method’s main drawback
is heavy computation. Evaluating a frame of size 240  160 takes about 25 seconds
(i.e. 2.4 frames per minute).
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Xiang and Gong [XG08] initially segment the input image into a binary image
using background subtraction [SG00]. A scene event is represented by a 7D vector comprising features such as blob location, its size and motion. The scene-event
descriptor is modelled by a GMM, where the number of classes is determined by
Bayesian information criterion. A multi-observation hidden Markov model is used
for modelling the behaviour and detecting abnormalities in the scene. The method
works well in controlled environments but is likely to fail due to object overlap and
occlusion (blob size and location will be unreliable in such circumstances). Boiman
and Irani [BI07] try to compose the newly observed data using the data seen from
previous frames. The observed data is deemed abnormal if the ‘reconstruction’ is unsuccessful. The method shows good discriminative performance but has scalability
issues as the database of reference templates becomes large.

5.4

Datasets

Although numerous algorithms for detecting anomalous activities have been proposed in the literature, there are not many widely accepted ‘standard’ datasets for
anomaly detection. Most methods [ESJK08, ARSR08, XG08, BGS08, KN09, CCP07]
use their own proprietary datasets and define their own set of anomalies. They
capture diverse scenes ranging from road traffic, shopping malls, subway train stations, bus terminals, office environments and walkways. In such circumstances,
comparing various algorithms is not straightforward. Popular anomaly detection
datasets within the research community that are publicly available include the UMN
dataset [UMN] and the recently introduced USCD dataset [MLBV10]. A brief description of these datasets is given below.
The UMN dataset contains sequences which have been staged and do not represent real-life surveillance scenarios. It has 11 sequences in total capturing 3 scenes.
The initial few frames of each sequence show people walking around, which depicts ‘normal’ behaviour, while the last few frames always contain the abnormal behaviour. The abnormality in all the sequences constitute people running away from
the scene in staged panic. On the other hand, the USCD dataset contains sequences
captured from real-life surveillance (i.e. not staged). The dataset contains video
footage of walkways in a campus. It captures two distinct scenes and contains over
98 sequences in total. The abnormal events occur randomly in the sequences. The
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dataset systematically defines an evaluation protocol and provides ground-truths of
abnormal events for straightforward benchmarking. Hence, we choose to use the
more realistic USCD dataset over the UMN dataset in our experiments.

5.5

Proposed Algorithm

We first provide an overview of the proposed algorithm, followed by a detailed description of its components. The method is primarily targeted for crowded scenes
where traditional tracking based approaches tend to fail. To suppress undesirable
background dynamics, such as waving trees and illumination variations, we perform foreground segmentation and retain only foreground objects for further analysis. Each input frame is split into non-overlapping cells (small regions). Based on
each frame’s foreground mask, the relevant cells are analysed for the presence of
an anomaly. Unlike most methods, a refined estimate of motion is achieved by computing the optical flow only for the foreground pixels. In addition to motion, the
proposed method analyses the size and texture of foreground objects at each cell
location.
Motion, size and texture are modelled separately. Independent analysis helps
to keep computation efficient and allows for inferring the nature of the anomaly
(e.g. speed violation, lack of motion, size too large). Each cell is labelled as either
normal or anomalous after combining the outputs of multiple classifiers (one for
each feature type).
The proposed method has four main components:
1 Feature extraction, where input images are split into non-overlapping spatial regions, termed cells, and features are extracted based on motion, size and texture
of the foreground objects contained in the cells.
2 Model estimation, which models the normal dynamics witnessed at each cell
location. There are separate models for each feature type.
3 Classification of each cell as anomalous or normal, where each cell is sequentially
checked for normality by up to two classifiers. As soon as the first classifier deems
that the cell is anomalous, the second classifier is not consulted. In order of
processing, the two classifiers are:
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(a) Speed check, where the likelihood of the magnitude of motion of any foreground objects is evaluated.
(b) Size and texture check, where first the likelihood of the size of a foreground
object is evaluated. Cells with low likelihoods (suggesting an anomaly) are
further analysed according to their texture, in order to validate the presence
of the anomaly.
4 Spatio-temporal post-processing, to minimise isolated random noise present in
the generated anomaly masks.
Each of the components is explained in detail in the following sections.

5.5.1

Feature Extraction

Let the resolution of the grey scale image sequence I be W  H. Each image is split

 N , with the cell located at i and j
denoted by C pi, j q. The cell co-ordinates have the range of i  1, 2,    , pW {N q and
j  1, 2,    , pH{N q. Let I t be the frame at time instant t and let its corresponding
cells be denoted by C t pi, j q.
into non-overlapping cells (regions) of size N

In order to restrict the analysis to regions of interest and to filter out distractions
(e.g. waving trees, illumination changes), we perform foreground segmentation on
each incoming frame. We have used the method proposed in [RSSL10], due to its robustness, high-quality foreground masks and the ability to estimate the background
even in the presence of multiple moving foreground objects. Alternative techniques
for estimating the background in crowded scenes include [BVC10, RSL11b].
For each cell, we extract features based on motion, size and texture. The foreground masks are referenced while computing the features. The details of the three
features are given below.
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Motion

To estimate the motion associated with cell C t pi, j q, we compute the optical flow of
only the foreground pixels. The iterative Lucas-Kanade algorithm [Bou99, LK81] is
employed to compute the displacement of pixels between two consecutive frames,
with a fixed search window around each pixel. We first calculate the average motion
associated with cell C t pi, j q using:
y t pi, j q 
mot

1 ¸Nf   pnq pnq 
 vx , vy 
n0
Nf
1

(5.1)

where, for foreground pixel n, vxpnq and vypnq are the optical flows in the x and y
directions, respectively, while Nf is the number of foreground pixels within the cell.
The motion feature for cell C t pi, j q is taken to be the smoothed (noise-reduced)
version of the cell’s average motion, calculated using straightforward temporal averaging:
mott pi, j q 

1 ¸t 1 y
motu pi, j q
3 ut1

(5.2)

Size

Relying on motion alone for anomaly detection might be insufficient, as certain
anomalies may exhibit motion that is considered as normal (e.g. a slow moving
vehicle on a path designated for pedestrians). Furthermore, motion estimation techniques can suffer from the aperture problem [TV98]. To increase the sensitivity of
anomaly detection, the size of foreground objects can be analysed.
A common technique to measure object size is via a connected component analysis on the foreground masks. However, in crowded environments it becomes ineffective due to object overlap and occlusion. Instead, an approximate size of an object
contained within a cell can be obtained by considering its foreground occupation
along with that of its neighbouring cells (as the object may occupy more than one
cell). An example is shown in Fig. 5.1.
Specifically, let us denote the foreground occupancy (number of foreground pixels) for cell C t pi, j q by ot pi, j q. We define the size feature for cell C t pi, j q as a weighted
combination of the foreground occupancy values of the cell and its immediate neighbours:
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(a)

(c)

(b)

Figure 5.1: (a) the approximate size of the foreground object contained in the centre
cell C pi, j q is computed by considering foreground pixels in the cell as well as its
neighbouring cells; (b) an example of a foreground object appearing in the centre cell
and its neighbours; (c) the corresponding foreground mask, found via an automatic
foreground segmentation algorithm.

sizet pi, j q 

i¸1

j¸1

  

Gp a  i

1, b  j

1q ot pa, bq

(5.3)

a i 1 b j 1

where G is a 3  3 Gaussian mask [GW08]. The mask is used for placing prominence
on the centre cell and hence reducing the impact of neighbouring cells that, in
crowded scenarios, may contain foreground pixels belonging to other objects (in
addition to the object of interest).
Texture

While the size feature can be useful for increasing the sensitivity of anomaly detection, using it without qualification may also increase the false alarm rate. For
example, in crowded environments the foreground masks of people walking close
to each other could resemble a large foreground object.
To address this problem, the texture present within the cell can be used for
increasing selectivity. To this end, we filter a given image using the real part of the
2D Gabor wavelets [Lee96] given below:

ψ px, y, ω0 , θq 
x1

?ω0

2πκ

e 8κ2 p4x
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where ω0 is the radial frequency in radians per unit length and θ is the orientation
of the filter in radians. For the assumed frequency bandwidth of 1 octave, κ
and e

κ2
2



π

is the DC response of the filter.

The filter response is evaluated at four orientations: 0, 45, 90 and 135 degrees.
The texture descriptor for cell C t pi, j q is hence a 4D vector:
txtt pi, j q  rm0 m45 m90 m135 s1

(5.7)

where mθ is the sum of the response magnitudes of the wavelet oriented at θ degrees,
over the pixels contained within the cell. The Gabor wavelets at four orientations
are illustrated in Figure 5.2. The texture vectors are only collected for cells that have
at least one foreground pixel, in order to minimise modelling of the background.

5.5.2

Scalable Semi-Parametric Model Estimation

Surveillance scenarios include platforms at train/bus stations, buildings (both indoors and outdoors) as well as road/walkway traffic. In all these scenarios, even
normal day-to-day events have inherent variations that are random in nature. For
example, the speed of vehicles on a road can vary arbitrarily due to traffic light signals and congestion. Furthermore, the dynamics of the scene can keep changing
over time. As such, parametric approaches are unlikely to be effective for modelling
distributions of features in these scenarios, as the number of modes is unlikely to
be known reliably beforehand. With this in mind, we employed a semi-parametric
modelling approach, which can be used for modelling arbitrary distributions without
using any assumptions on the forms of the underlying densities.
We model each cell by considering only the features extracted from that particular cell location, along the temporal axis. As described in Section 5.5.1, there are
three feature types: motion (a scalar), size (also a scalar) and a texture descriptor (a 4D vector). In tasks such as object detection/recognition, it is often argued
that joint modelling of features yields better results than modelling them independently [BZR 05, SWRC06]. However, in our context such an approach may fail to
detect outliers (i.e. the anomalies) accurately, due to the implicit mutual influence
exhibited by the features in the decision process. Furthermore, the dynamics of
a crowded scene are inherently arbitrary in nature, which may render joint mod-
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(a)

(b)

(c)

(d)

Figure 5.2: The set of 4 Gabor wavelets used in the texture analysis. The wavelets are
oriented at: (a) 0, (b) 45, (c) 90, and (d) 135 degrees, respectively. ( Illustrations
have been up-scaled to improve clarity.)

elling ineffective. We will hence model these features separately. Independent analysis keeps computation efficient and examines each feature precisely for anomalies,
which in turn allows for inferring the nature of the anomaly (e.g. speed violation,
lack of motion, size too large).
For modelling the motion and size features, a straightforward and efficient semiparametric approach involves constructing normalised histograms. The training
data can be discarded once the histograms are built. However, a major problem
with this approach is the presence of sharp discontinuities in the estimated densities due to binning, rather than that of the underlying distribution that generated the data [Bis06]. To overcome the above limitation, it is possible to use ker-
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nel density estimation techniques that result in smoother probability density functions [Bis06, SSS08]. Their training phase only involves storing all of the data
samples. However, their drawback is increased computational cost and memory requirements as the dataset becomes larger [Bis06]. As such, these techniques can
suffer from scalability issues.
To achieve a better trade-off between accuracy and computational requirements,
we create a smoothed histogram by temporarily storing all the training samples and
performing Gaussian kernel based density estimation to compute the probability of
the continuous variable (i.e. motion or size) only at discrete points over its entire
permissible range. In effect, we assume the random variable to be discrete and
compute its probability at fixed points using:
f ps∆xq 

1 ¸N
1
?
exp
N n1 h 2π

#

2
 k s∆x2h2 xn k

+

(5.8)

where ∆x is the resolution of the step size (e.g. 0.25), s  t0, 1, 2, 3, ..., S u, with S∆x
being the valid upper limit of the variable in consideration. N is the number of
samples in the training dataset and h is the bandwidth of the Gaussian kernel. The
probability values are normalised to obtain a probability mass function (pmf). As
in the histogram approach, the training data is discarded once the pmf is computed.
The resultant pmf is denoted by pppq.
Adaptive Modelling of Texture Descriptors

While the above approach is effective for modelling the distribution of scalars (motion and size in our case), using it to model the distribution of the 4D texture descriptors is impractical, as the number of resulting discrete samples required to cover the
entire feature space (for just one cell location) would be quite large. For example,
having only 20 equally spaced points in each dimension would generate 204 points
in 4D space. As there is a non-trivial number of cell locations, the total storage costs
would be hence prohibitive.
Furthermore, the above-mentioned density estimation approach implicitly relies
on an Euclidean based distance, which will be affected by variations in texture
contrasts, rather than purely measuring the differences between texture patterns.
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For example, the texture descriptor will exhibit low magnitude responses when the
intensity of a pedestrian’s clothing is similar to that of the background, and high
magnitude responses when the intensity is contrasting with the background.
To address the storage problem, for each cell location we model the distribution of the texture descriptors using a codebook that is trained in an online fashion
(adaptively grown), inspired by [KN09]. To address the distance measure problem,
we employ Pearson’s correlation coefficient [TK06] for measuring the similarity of
two descriptors:
ρpa, bq 

pa  µa q1 pb  µb q
ka  µa kkb  µb k

(5.9)

where µx is the mean of the elements of vector x, and ρpa, bq P r1, 1s.
The codebook is built as follows. Initially, the first training vector is taken to be
the first entry in the codebook. Each of the remaining vectors is sequentially treated
as a new observation, x, which is compared to each entry in the codebook, ck , using
Eqn. (5.9). If, for the best matching ck , ρpx, ck q

¡

0.9, the k -th entry is updated

using [CGL79]:
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where Wk is the number of texture vectors associated so far with entry k. If @k
ρpx, ck q ¤ 0.9, vector x is appended to the codebook, thereby expanding it.

5.5.3

Cell Classification

Each cell is sequentially checked, whether it is anomalous or not, by up to two
simple classifiers (probabilities which are compared to a threshold). As soon as the
first classifier deems that the cell is anomalous, the second classifier is not consulted.
Specifically, given a decision threshold T , cell C t pi, j q is classified as anomalous if
either of the following two conditions is satisfied:
(a) ppmot pmott pi, j qq

T

(b) ppsize psizet pi, j qq

T and ρmax ptxtt pi, j qq

0.9

where ppmotpq and ppsizepq are the pmfs calculated in Section 5.5.2, while
ρmax ptxtt pi, j qq



p

p q q,

max ρ txtt i, j , ck
k

i.e. the correlation coefficient of the closest

matching codebook entry.
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Condition (a) is effectively a speed check, where speeds that are either slower
or faster than ‘normal’ are detected (note that ppmot pq can define several ‘normal’
speeds). In condition (b) both the size and texture are checked. As the size feature
alone is not able to distinguish between a large object and a collection of small
objects (e.g. a crowd of people), the texture feature is in effect used to verify the
presence of an anomaly indicated by the size feature.
The texture feature is only calculated for cells that contain foreground pixels, in
order to avoid modelling the background (which might be dynamic). As such, the
texture feature is suitable for distinguishing among foreground objects. However,
as the feature may end up capturing irrelevant textures when the cell contains only
thin edges of the foreground, it is used in combination with the size feature rather
than being used alone.

5.5.4

Spatio-Temporal Post-Processing

To minimise spurious and intermittent false alarms, spatio-temporal post-processing
is performed on the anomaly masks generated by the classification procedure in
Section 5.5.3. If a cell at time t was initially classified as anomalous, we consider
its immediate neighbours along both the spatial and temporal axes (see Fig. 5.3).
If at least two cells in each plane (i.e. t-1, t, t+1) were classified as anomalous, we
assume that the cell in question was correctly classified as anomalous. Otherwise, it
is re-classified as being normal (i.e. non-anomalous).

t+1
Y

t

X

t-1

T

Figure 5.3: For a cell initially classified as anomalous (marked in red), its immediate
neighbours along both the spatial and temporal axes are consulted to verify whether
the cell was classified as anomalous due to noise.
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5.6

Experiments

To appraise the performance of the proposed approach, we performed experiments
on the recently released UCSD Anomaly Detection dataset [MLBV10]. The dataset
contains multiple surveillance videos of two scenes (Ped1 and Ped2), both with
considerable crowds. Anomalies present in the dataset include skateboarders, bikers,
motor vehicles, people pushing carts as well as walking on the lawn. The image size
in Ped1 is 238  158 pixels, while on Ped2 it is 360  240. Ped1 has 34 training and
36 test image sequences, while Ped2 has 16 training and 12 test image sequences.
Examples are shown in Fig. 5.4.
The UCSD dataset has a prescribed evaluation protocol [MLBV10], involving
two types of evaluations: (i) frame-level anomaly detection, and (ii) within-frame
anomaly localisation. For frame-level anomaly detection, all test sequences have
annotated ground-truth at frame-level in the form of a binary flag indicating the
presence or absence of an anomaly in each frame. For within-frame anomaly localisation, a subset of test sequences (10 in Ped1 and 9 in Ped2) has the anomalous
regions within each frame marked. If at least 40% of detected pixels (belonging to
a detected anomaly) match the ground-truth pixels, it is presumed the anomaly has
been localised correctly; otherwise it is treated as a ‘miss’.
The proposed algorithm was compared with methods based on social force
[MOS09], MPPCA [KG09], and mixture of dynamic textures (MDT) [MLBV10]. The
first two methods rely on features obtained from optical flow while the last approach
employs features based on appearance and scene dynamics. The quantitative results
of the above three algorithms were adapted from [MLBV10]. To aid the interpretation of the results, we have reported the false negative rate [BMK05] instead of the
true positive rate used in [MLBV10].
Based on preliminary experiments, the cell size was set to 16  16, while the

search window size in the optical flow computation (Sec. 5.5.1) was set to 15  15
(odd-sized to ensure a symmetrical search area around a given pixel). The Gabor
filter parameter settings were related to the cell size. We employed ROC analysis to
determine the threshold for Pearson’s correlation coefficient used in texture analysis
(see Section 5.5.3). To analyse the texture of a cell comprehensively, the filter kernel
size was set to approximately half the value of the cell size in both the x and y
directions. The filter kernel size was set to 9  9. A smaller filter size can make
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(a)

(b)

Figure 5.4: Examples of anomaly detection and localisation via the proposed method
(highlighted in red). Results are shown on the (a) Ped1 and (b) Ped2 subsets of the
UCSD Anomaly dataset.
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Figure 5.5: ROC curves obtained on the UCSD Anomaly Detection dataset, with the
bottom-left corner representing ideal performance: (a) frame-level anomaly detection
on the Ped1 subset; (b) frame-level anomaly detection on Ped2; (c) within-frame
anomaly localisation on Ped1. In all cases, the proposed method outperforms the
other approaches at the equal error rate (EER) level, most notably on the anomaly
localisation experiment.
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the response sensitive to image noise. The radial frequency ω0 was set to p 2π
3 q. The
experiments were implemented with the aid of the Armadillo C++ library [San10].
The quantitative results for the frame-level evaluation are shown in Table 5.1
and in Fig. 5.5(a)-(b). The results for the within-frame evaluation are shown in
Table 5.2 and in Fig. 5.5(c). Some of the qualitative results obtained by the proposed
method are shown in Fig. 5.4. In Tables 5.1 and 5.2, the equal error rate (EER) is
the point where the false negative rate is equal to the false positive rate. At the EER,
the proposed method outperforms the other methods at both the frame-level and
within-frame evaluations, most notably on the anomaly localisation task.
An experimental implementation of the proposed algorithm in C++ yielded 12
fps (720 frames per minute) on a standard 3 GHz PC, for sequences of images with a
size of 240  160 (i.e. processing the Ped1 subset). We note that this is several orders
of magnitude faster than the MDT method, which takes 25 seconds to process each
frame (i.e. 2.4 frames per minute) [MLBV10].
The proposed method has the ability to pick up anomalies (i.e. skateboarder,
bike) present even at the far end of the scene (i.e. 2nd and 3rd images in column (a)). However, the last image in column (a) contains a ‘miss’— the biker was
not detected. The cyclist was riding slowly and matching the pace of the neighbouring pedestrian (bottom-left corner). The texture in this context has strong vertical
gradients making the biker appear as a pedestrian. Using a more detailed texture
descriptor may help in such cases.
We also note a false positive (a pedestrian being detected as an anomaly) in the
last image of column (b). Upon further investigation, this false positive was due
to the fact that the cells in the region of the pedestrian had minimal or no activity
during the training phase. Consequently any foreground object entering this zone
during testing was considered as anomalous, irrespective of the observed features.
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Approach
Ped1
Ped2
Average

Social Force
[MOS09]
31%
42%
37%

MPPCA
[KG09]
40%
30%
35%

MDT
[MLBV10]
25%
25%
25%

Proposed
method
22.5%
20.0%
21.25%

Table 5.1: Equal error rates (EERs) for frame-level anomaly detection, obtained on
the Ped1 and Ped2 subsets on the UCSD dataset.

Approach
Ped1

Social Force
[MOS09]
79%

MPPCA
[KG09]
82%

MDT
[MLBV10]
55%

Proposed
method
32.0%

Table 5.2: EERs for pixel-level anomaly localisation.

5.6.1

Additional Observations

Additional experiments were conducted to further analyse the impact of motion,
size and texture features on detection accuracy. Evaluations were made using three
distinct feature configurations: (i) motion features, (ii) size and texture features
and (iii) motion, size and texture features (default configuration).
Most anomalies in the UCSD dataset are typically based on speed (e.g. bikes,
skateboarders). Evaluating the impact of features on this dataset directly will yield
biased results in favour of motion. Hence, for an accurate and reliable evaluation, a
new subset, Pedalt was created from the UCSD dataset.
The subset is not dominated by speed based anomalies but has an even proportion of various types of anomalies. It has 12 sequences in total (10 from Ped1 and 2
from Ped2)2 . Some of the sequences had to be manually annotated frame by frame
to quantitatively evaluate anomaly localisation over the entire subset. The ROC
curves for frame-level anomaly detection and within-frame anomaly localisation obtained on Pedalt using the three feature configurations are shown in Figure 5.6. The
corresponding EERs are shown in Table 5.3.
We note that the best performance is achieved when all three features are used.
The next best performance is obtained using motion based features, while using only
size and texture based features results in comparatively low performance.
2

The 10 sequences from Ped1 are: Test001, Test003, Test004, Test009, Test010, Test013, Test014,
Test022, Test024, and Test036. The remaining 2 sequences obtained from Ped2 are: Test001 and
Test009.
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Figure 5.6: ROC curves obtained on the Pedalt subset: (a) frame-level anomaly detection (b) within-frame anomaly localisation. In both the cases, the configuration using
all 3 features: motion, size and texture outperforms the other feature configurations
at the EER level.

Specific examples where motion-alone based detection fails in certain scenarios
is illustrated in Figure 5.7. Column (a) shows the output of motion-alone based
detection, while column (b) shows the output, when all three features, motion,
size and texture are used. In both the examples, the speed of the anomaly (cart
in top row and trolley in bottom row) was similar to the speed of the pedestrians,
hence motion-alone based detection failed. Thus, having more orthogonal features
such as size and texture in addition to motion improves the detection rate considerably. Furthermore, motion-alone based detection may suffer from the aperture
problem [TV98] and can be affected by perspective distortions.
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Feature Configuration
Frame level anomaly detection
Within-frame anomaly localisation

Motion only
25%
43%

Size + Texture
38%
68%

All three
22%
39%

Table 5.3: Equal error rates (EERs) for frame-level anomaly detection and pixel-level
anomaly localisation obtained using the Pedalt subset.

(a)

(b)

Figure 5.7: (a) Outputs obtained using motion feature only; (b) outputs obtained
using features based on motion, size and texture. We note that using motion only
fails to detect the anomalies (cart and trolley) as their speed was similar to that of
the pedestrians. By using size and texture, in addition to motion, more anomalous
events can be detected.

5.7

Summary

In this chapter, we first made a review of important anomaly detection techniques
available in the literature, followed by a survey of anomaly detection datasets. We
then proposed an anomaly detection algorithm targeted towards crowded scenes. In
addition to detecting anomalies based on motion, it inspects for anomalies occurring
due to size and texture. Video images are initially segmented into foreground re-
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gions to confine the analysis to regions of interest, ignoring the background (which
might be dynamic). Unlike most methods which compute the optical flow for all
pixels or a fixed set of pixels, the flow is computed only for the foreground pixels,
thereby achieving a more precise estimate of object motion.
Features based on motion, size and texture are extracted at cell level (small
fixed-size regions) and are modelled independently for precise anomaly detection.
Motion and size features are modelled by an approximated kernel density estimation technique, which is computationally efficient even on large training datasets.
The texture features are represented by an adaptively grown codebook, which is
generated in an online fashion.
Experiments on the recently published UCSD Anomaly dataset (containing annotated surveillance videos) show that the proposed method obtains better results
than several recent methods: MPPCA, social force, mixture of dynamic textures
(MDT). The proposed method attained considerably more accurate anomaly localisation than the next best performing method, MDT, while at the same time being
several orders of magnitude faster than MDT. Additional evaluations suggest that using size and texture features in addition to motion, improves sensitivity of anomaly
detection.
As part of future work, we aim to investigate the use of more descriptive features
such as the orientation of motion [KG09], which would allow the detection of events
such as wrong-way traffic. It would also be useful to adaptively update the models
over long periods of time, allowing for context changes (e.g. dense traffic might be
usual during the day, but it can be unusual at night).
The effect of the cell size should be analysed in the presence of object variations
due to factors such as image resolution, perspective changes, as well as view angle.
The optimal cell size might be scene dependant and vary across the scene. For
example, in Fig 5.4(a), a larger size might be more appropriate for the bottom-left
corner (where objects appear relatively large), while a smaller size might be more
effective in the top-right corner (where objects appear relatively small).
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Conclusion
6.1

Summary of Thesis Contributions

The work in this thesis is aimed to address three significant problems confronted in
numerous computer vision applications. Furthermore, the algorithms are designed
to work reliably in uncontrolled environments with a view to achieve real-time performances. The problems are: (i) background estimation in cluttered sequences, (ii)
foreground-background segmentation, and (iii) anomaly detection. The first two
belong to the category of low-level vision tasks, while the last one belongs to the
category of high-level vision tasks.
The low-level vision tasks of background estimation and/or foreground segmentation are fundamental to numerous computer vision applications [XG08, SKJ10,
PT03, JS06, LN07]. To address these tasks, most methods proposed in the literature
perform an independent analysis for each pixel, generally not taking into account information from neighbouring pixels. The rich spatial correlations that typically exist
within local regions of an image are not exploited adequately. As a result, their performance can be affected by various phenomena occurring in the environment. For
instance, in the case of background estimation, methods relying solely on temporal
statistics are likely to fail when the background becomes occluded by the foreground
objects for a considerable period of time. Furthermore, the pixel-level processing
approach in foreground segmentation can make the method sensitive to numerous
phenomena, such as varying illumination, cast shadows, dynamic backgrounds and
inherent image noise, which are inevitable in real-life surveillance videos.
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One of the significant contributions of this work involves addressing the abovementioned limitations by effectively utilising the contextual spatial information inherent within natural images. The merits of employing contextual spatial analysis
over the conventional pixel-level based analysis include: (i) better handling of variations in the background such as changes due to illumination, dynamic backgrounds,
and cast shadows [TKBM99], (ii) robust estimation of spatial continuity of structures of arbitrary orientations existing in the scene [Sze10], (iii) more resilience to
inherent image noise. Contextual spatial analysis is applied to the two distinct yet related low-level vision tasks discussed above. In the analysis, the decisions are made
after examining the behaviour of variations within local structures of an image.
Chapter 3 described the proposed background estimation algorithm in an MRF
framework. The method is able to accurately estimate the static background from
cluttered surveillance videos containing image noise as well as foreground objects.
Specifically, it is designed to work even when the foreground objects are partially
stationary or may occlude the background for a significant period of time. This is
because, unlike most approaches, the estimation algorithm considers the rich spatial
correlations that exist within local regions of a natural image, in addition to the
temporal statistics.
The major contributions include the formulation of clique potential which effectively characterises the spatial continuity by analysing data in the spectral domain.
The proposed neighbourhood system also enables modelling discontinuities in arbitrary orientations. Furthermore, the proposed algorithm has several advantages
such as: (i) real-time performance capable of processing image sequences of size

320  240 at 60 frames per second, (ii) low memory requirements due to sequential

processing of frames. These features make the algorithm suitable for implementation on embedded systems such as smart cameras [MBAL07, WOL02].
Experiments on videos from CAVIAR, CANDELA, and real-life surveillance indicate that the algorithm obtains considerably better background estimates (both objectively and subjectively) than methods based on median filtering and finding intervals of stable intensity. On the Wallflower dataset, when the proposed method
is used to initialise the background model based on a single Gaussian [WADP97],
it achieves an average percentage improvement in similarity value of 16.67% in
comparison to direct parameter estimation. To handle foreground segmentation
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in cluttered environments effectively, the proposed background estimation algorithm can be combined with almost any foreground segmentation technique such
as [MWHT06, RSSL10].
Chapter 4 described the proposed region based foreground segmentation technique, capable of dealing with image sequences containing noise, illumination variations and dynamic backgrounds. Foreground segmentation is viewed as a binary
classification problem. Unlike most methods which classify pixels independently, the
proposed method classifies a group of pixels which are spatially close to each other
(block). Contextual spatial information is employed through analysing each frame
on an overlapping block-by-block basis. The low-dimensional texture descriptor
for each block alleviates the effect of image noise. An adaptive multi-stage classifier analyses the descriptor from different perspectives before classifying it as foreground, while most approaches available in the literature limit themselves to a single
decision criterion.
A probabilistic foreground mask generation approach integrates the block-level
classification decisions by exploiting the overlapping nature of the analysis, ensuring
smooth contours of the foreground objects as well as effectively minimising the number of errors. The parameter settings appear to be quite robust against a wide variety
of sequences and the method does not require explicit post-processing of the foreground masks. For an overlap of 5 pixels between consecutive blocks, the method
demonstrates real-time performance, capable of processing image sequences of size

320  240 at 30 frames per second.

Experiments conducted to evaluate the standalone performance (using the difficult Wallflower and I 2 R datasets) and the impact on tracking performance (using the
CAVIAR dataset) show the proposed method obtains considerably better results (both

qualitatively and quantitatively) than methods based on Gaussian mixture models,
feature histograms and normalised vector distances. Specifically, on the I 2 R and
Wallflower datasets, the proposed method achieves percentage improvements in average similarity values of about 47% and 24%, respectively in comparison to the
next best performing method. In tracking experiments, the method achieves percentage improvements in average tracking accuracy and precision values of about
15% and 44%, respectively over the next best performing method. Based on preliminary experiments, it is also shown that the proposed algorithm is tolerant to
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camera jitters. Further experiments on tracking show that the proposed segmentation method when combined with the MRF based background estimation (see
Chapter 3) leads to improved tracking accuracy, particularly in cluttered sequences.
The third major contribution of this work is the detection of anomalous events in
video feeds. It is a vital research area that has the potential to revolutionise visual
surveillance and the security industry in crowded environments such as train stations and airports. As anomalies have a low occurrence rate, human operators using
traditional surveillance systems often fail to detect them consistently over extended
periods of time [HVL08, SBC08]. Hence, automated detection of anomalous events
in video feeds has the potential to provide more vigilant surveillance, possibly in
lieu of, or as an assistance to human operators.
Chapter 5 described the proposed anomaly detection algorithm, capable of dealing with crowded scenes, where traditional tracking based approaches tend to fail.
Initial foreground segmentation of the input frames confines the analysis to foreground objects and effectively ignores irrelevant background dynamics. In contrast
to most methods that rely on motion-alone based features, the proposed method
employs multiple features based on motion, size, and texture to improve sensitivity of anomaly detection. Unlike most techniques, a more refined motion model
is obtained by confining the optical flow analysis only to foreground pixels. Motion, size and texture are modelled separately. Independent analysis helps to keep
computation efficient and allows for inferring the nature of the anomaly (e.g. speed
violation, lack of motion, size too large). The motion and size features are modelled
by an approximated version of kernel density estimation, which is computationally
efficient even for large training datasets. Texture features are modelled by an adaptively grown code-book, with the number of entries in the codebook selected in an
online fashion. Each cell is labelled as either normal or anomalous after combining
the outputs of multiple classifiers (one for each feature type).
Experiments on the recently published UCSD Anomaly Detection dataset show
that the proposed method obtains considerably better results than three recent approaches: MPPCA, social force, and Mixture of Dynamic Textures (MDT). Specifically, for frame-level anomaly detection and pixel-level anomaly localisation metrics,
the proposed method achieves percentage improvements in equal error rate values
of about 14% and 42%, respectively over MDT, the next best performing method.
The proposed method is also several orders of magnitude faster than MDT.
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6.2

Future Work

As part of future research, the proposed algorithms can be further extended or modified to handle new features and requirements, including:
The background estimation algorithm (Chapter 3) estimates the background
accurately when the camera is static. The algorithm could be extended to estimate background models from sequences captured from non-static cameras.
The performance of the background estimation algorithm is invariant to moderate illumination changes, as we consider only AC coefficients of the DCT in
the computation of the energy potential defined by Eqn. (3.15). However, the
similarity criteria defined by Eqns. (3.3) and (3.4) creates multiple representatives for the same visually identical blocks. One approach to mitigate this
problem could be the use of metric learning techniques [XNJR02, WS09] to
learn thresholds T1 and T2 [see Eqns. (3.3) and (3.4)]. However, this involves
an additional task of grouping similar and dissimilar labels prior to learning.
We intend to explore this approach.
The foreground segmentation algorithm (Chapter 4) can be further extended
to address the problems of camouflage and ghosting problems (see Section 4.2).
The anomaly detection algorithm (Chapter 5) can be extended to employ more
descriptive features such as the orientation of motion, which would allow the
detection of events such as wrong-way traffic.
In the anomaly detection algorithm, further investigations can be made to
adaptively update the models over long periods of time, allowing for context
changes (e.g. dense traffic might be usual during the day, but it can be unusual
at night).
The effect of the cell size in the anomaly detection algorithm could be analysed
in the presence of object variations due to factors such as image resolution,
perspective changes, as well as view angle.
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